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O surgimento dos veículos de�nidos por software promoveu um aumento no uso de

aprendizado de máquina no setor automobilístico. Incentivar os usuários a compartilhar

dados dos seus veículos é essencial para promover aplicações baseadas em dados, como o

aprendizado de máquina. O aprendizado federado permite treinar modelos de aprendizado

de máquina de forma descentralizada, utilizando dados dos clientes enquanto garantindo

a privacidade. No entanto, em redes veiculares, os nós possuem uma natureza dinâmica,

o que afeta a disponibilidade de clientes para o treinamento federado, impactando o de-

sempenho geral do modelo. Neste contexto, esta dissertação avalia o aprendizado feder-

ado em diferentes padrões de tráfego, incluindo uma topologia de rede veicular realista

que re�ete a escala real do tráfego de veículos em áreas urbanas. Nos resultados pre-

limimnares, observamos uma perda de desempenho em áreas urbanas em que os veícu-

los permanecem por mais tempo. Curiosamente, a participação prolongada de alguns

veículos no treinamento federado resulta em um modelo enviesado, com perda de gen-

eralização. Para abordar essa questão, baseado em uma análise utilizando o coe�ciente

de Dice-Sørensen, aumentamos a variabilidade dos veículos de treino ao longo do tempo.

Com uma média de 53% menos veículos por rodada, observamos um aprendizado mais

rápido, maior convergência nas primeiras 15 rodadas e uma acurácia �nal equivalente

a 93% para a tarefa de classi�cação de imagens do MNIST. Posteriormente, avaliamos

padrões de tráfego mais extremos, derivados de distribuições sintéticas aplicadas a uma

gama mais ampla de datasets. Com o aumento da complexidade das tarefas, substituímos

o CNN utilizado nos experimentos iniciais pelao MobileNetV3, um modelo estado-da-arte

desenvolvido para sistemas embarcados, e realizamos uma otimização de hiperparâmetros

no framework de aprendizado federado. Os resultados mostram que o modelo de maior

capacidade é robusto ao possível viés, que agora só ocorre em casos mais extremos de
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persistência de veículos em uma região. Além disso, a maior persistência de veículos, re-

sultando em maior volume de veículos por rodada de treinamento, pode ser um benefício

para a rede neural profunda, ajudando a compensar o viés introduzido até mesmo nesses

casos extremos. Além disso, analisamos o equilíbrio entre desempenho, ruído de treina-

mento, e os custos computacionais e de comunicação. Nessa análise, os cenários com uma

breve permanência de veículos superaram consistentemente os cenários de permanência

moderada e estendida levando em consideração os custos associados.
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The advent of software-de�ned vehicles has introduced machine learning into the au-

tomotive �eld. Encouraging users to contribute their vehicle data is essential to support

these data-driven applications. Federated learning (FL) enables the training of machine

learning models in a decentralized fashion, leveraging client data while maintaining pri-

vacy. Nonetheless, in vehicular networks, the dynamic nature of nodes in�uences client

availability and impacts the overall model performance. In this context, this dissertation

assesses federated learning within distinct tra�c patterns, including a realistic vehicular

network topology. In the preliminary results, we observe a performance drop in urban

areas with longer vehicle permanence. Interestingly, extended vehicle participation in FL

training results in a biased model with reduced generalization. To address this, we re-

�ned our investigation using the Dice-Sørensen coe�cient to increase vehicle variability

over time. With an average of 53% fewer vehicles per round, we achieved faster learning,

higher convergence within the �rst 15 rounds, and an equivalent �nal accuracy of 93% for

the MNIST image classi�cation task. We move to evaluate more extreme tra�c patterns,

derived from synthetic distributions over a wider range of datasets. With the increase in

the complexity, we replace the simple CNN used in the preliminary results by the Mo-

bileNetV3, a state-of-the-art neural network model suited for embedded devices, while

also conducting a hyperparameter optimization for the federated learning framework. The

results show that the higher capacity model is resilient to potential bias that now only oc-

curs in more extreme cases of vehicle persistence in a region. Furthermore, higher vehicle

persistence, resulting in greater vehicle volume per training round, can be bene�cial for the

deep neural network, helping to counterbalance the introduced bias even in these extreme

cases. Additionally, we also evaluate a potential trade-o� between performance, training
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noise, and computational and communication costs, with regions of short vehicle perma-

nence consistently outperforming those where vehicles remain for moderate or extended

periods, regarding the associated costs.
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Chapter 1

Introduction

The rise of software-based vehicular technologies, culminating in software-de�ned

vehicles (SDVs), has made arti�cial intelligence (AI) essential for applications such as

resource management, maintenance prediction, driver assistance, and autonomous driv-

ing [2]. AI's growth potential is signi�cant across all industries [3], with major corpora-

tions adopting it and governments enacting supportive regulations [4]. The tech industry,

particularly in the mobile and vehicular sectors, has shown a growing interest in leveraging

user data [5]. Modern vehicles, capable of generating large amounts of data throughout

their operational lifespan, present an opportunity to enrich the available datasets, which

could potentially enhance the performance of AI models used in the automotive indus-

tries [6].

Additionally, the ability to generate data online can also accelerate the development

of new machine learning tasks, such as motion planning, which depend on the data dis-

tribution that might be intrinsic to a speci�c temporal or spatial context [7]. This creates

a growing need for continuous model training, with ongoing data collection across both

time and space to ensure models remain relevant to changing conditions.

However, this surge in data acquisition raises concerns regarding user privacy and data

quality and protection [8]. Training a deep neural network traditionally involves consoli-

dating all raw data into a single location. In the case of employing user data, this process

requires a high level of trust between the user and the training party, raising concerns about

potential security breaches during data transmission and storage.

Federated Learning (FL) was proposed to address data security problems when train-

ing AI models [9]. This machine learning strategy is designed to leverage distributed data

sources and training while preserving user privacy. In this approach, users are connected

to a centralized server, while the collected data remains on their individual user equip-

ment (UE). Each available user (or client) trains a local model with its own data. The local

model parameters are then transmitted in rounds to the centralized server, which aggre-

gates the individual model parameters and generates a global model. This global model is

subsequently sent back to the clients for further training iterations. This method avoids the
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need for direct data sharing between users and the centralized server, while still ensuring

that the global model bene�ts from the collective insights of the entire dataset.

Applied to the vehicular scenario, federated learning can be advantageous [10]. How-

ever, the dynamic nature of vehicular networks presents a signi�cant challenge to dis-

tributed machine learning systems that are designed to operate within a speci�c geograph-

ical area. It has been demonstrated that a change in geographical context can have a con-

siderable e�ect on the performance of models trained on data from a region distinct from

that in which they are deployed [11].In the context of vehicular federated learning, this

implies that a model trained using data collected from a speci�c geographical area may

not generalize e�ectively to another area with di�erent data conditions.

While training a global model speci�cally tailored to a region can enhance its perfor-

mance, as demonstrated in [11], this approach also introduces challenges related to client

availability. When considering a region speci�c vehicular network, the constant movement

of vehicles leads to frequent entry and exit from that network [12]. In vehicular federated

learning, the mobility of vehicles in and out of the training area results in a dynamic client

availability, leading to discrepancies in vehicle involvement across training rounds and

�uctuations in the number of vehicles contributing to the model training [13]. Given that

vehicular mobility in a speci�c area is closely linked to the tra�c patterns in that region,

it is crucial to consider these varying tra�c patterns when designing and assessing the

performance of a robust vehicular federated learning system.

This dissertation discusses the impact of client availability in a federated learning

framework on a large-scale vehicular network scenario. The goal is to understand how

tra�c patterns in a region of interest a�ect the performance of federated learning, focusing

on the �nal global model's generalization capability. The basic idea is to investigate how

the tra�c pattern � vehicles entering and leaving a geographic region of interest � impact

the training of the FL model for that region. The task chosen for performance evaluation

is image classi�cation, a key component of object detection and image segmentation in

vehicular scenarios. These computer vision tasks support a wide range of applications,

from less critical to highly critical. For example, a less critical application would be a

driver's alert system, designed to assist decision-making by warning about nearby motor-

cycles or other vehicles. On the other hand, more critical applications involve systems

where the machine learning model's output directly in�uences vehicle decisions, such as

in autonomous driving. In these cases, model performance must be exceptionally high, as

errors could directly result in accidents.

Simulations for the preliminary results are conducted in two di�erent urban areas, one

in the city of Rio and the other in the city of Niterói. To assess fairness, the areas are

selected based on criteria of size, spatial metrics, and city location. We perform a mobility

simulation based on the real vehicular �ow in Rio, collected and provided by the city

hall [14]. The federated learning task considered is the training of a convolutional neural
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network (CNN) to perform image classi�cation on the widely used MNIST dataset [15].

We �rst observe a di�erence in performance between the regions. Comparing the ac-

curacy curves, vehicle density, and variability in the set of participating vehicles across

the federated learning rounds in both areas, we observe a di�erence in performance when

comparing convergence and accuracy values between both regions. To explain this dif-

ference, a hypothesis is formulated that states that regions with a longer vehicle stay can

potentially generate bias in the model towards the most frequent vehicles. To understand

the impact of vehicle stay, for each region, we use the Dice-Sørensen (DS) coe�cient [16]

which measures the overlap between two sets, to assess the degree of similarity between

federated learning rounds in terms of client data used for training [17].

The hypothesis is then tested. Based on the DS coe�cient analysis, we propose lim-

iting the maximum number of rounds a vehicle participates in the training. The proposal

drastically reduced the degree of similarity between the total datasets across the rounds,

while presenting an increase in performance, despite accounting for a 47% reduction in

the density of vehicles participating in the training.

Building on the preliminary results, we conduct an in-depth analysis to understand

the impact of tra�c patterns on federated learning. This expanded analysis utilizes four

distinct datasets, each increasing in task complexity: CIFAR-10, CIFAR-100 (coarse),

CIFAR-100 (�ne) and GTSRB. The fourth dataset, represents a task more closely aligned

with vehicular scenarios, providing a broader benchmark and a diverse range of challenges.

Additionally, we conduct a more detailed investigation into the impact of vehicle perma-

nence within the federated learning region of interest by creating controlled scenarios that

represent di�erent tra�c patterns. This includes scenarios with brief vehicle stay, extended

vehicle stay, and permanence patterns similar to those observed in the realistic region sim-

ulations. To handle more complex tasks, we replace the CNN used in the preliminary

results by a state-of-the-art deep learning for embedded devices, the MobileNetV3. Addi-

tionally a hyperparameter optimization is implemented, while we debate its relevance in

the context of federated learning. The tra�c patterns impact the new datasets and model in

a di�erent way. The bias once observed is now better handled by the deep learning model,

only appearing in more extreme cases of tra�c patterns. In contrast, the deployment of a

higher-capacity model, which incorporates a greater number of parameters, has resulted

in a notable degree of noise that is proportional to the complexity of the task during the

training phase. A longer vehicle stay for MobileNetV3 may introduce a degree of bias by

over-representing certain vehicles in more extreme cases. However, this can also be ad-

vantageous, as it increases the overall number of vehicles per round, providing more data.

This is especially bene�cial for deep learning architectures, which require a substantial

amount of data to function more e�ectively, as evidenced by the reduction of noise in the

simulations conducted.

We conclude that a simpler model as the CNN used can be more sensitive to bias,
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whereas the performance of a deep learning network depends on more volume of data.

We also come to the conclusion that regions with shorter vehicle stay, or brief vehicle par-

ticipation in training, can compare to regions with a higher vehicular stay and extended

vehicle participation in training. This can help reducing the number of vehicles involved

in training by up to three times the amount, as well as the costs associated with communi-

cation and computational power.

This dissertation is organized as follows. Chapter 2 a comprehensive overview of key

concepts in machine learning, the federated learning framework and the Dice-Sørensen

coe�cient, providing the reader with the necessary tools to engage with the subsequent de-

velopment of the work. Chapter 3 presents related work in federated learning, focusing on

vehicular applications, client availability, and client mobility. Chapter 4 goes on to explain

the methodology of this work, including the federated learning framework used, how the

mobility simulation was conducted, the models and datasets considered, the procedure for

developing new synthetic tra�c distributions, the process of optimizing individual client

parameters as well as the full stack for simulating federated learning taking into account

tra�c patterns. Chapter 5 describes the analyses over the simulations conducted, debating

impacts in performance, potential causes and di�erences that di�erent models and tra�c

patterns yield over the federated learning training. At last, Chapter 6 concludes this work

by evaluating the �ndings of this dissertation as a whole, as well as raising debates on the

issues considered and proposing future research directions.
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Chapter 2

Federated learning and data variability

This chapter provides an overview of the main concepts explored in this dissertation.

The following sections outline key theoretical foundations and technical aspects that are

essential to understanding the development and methodology employed.

2.1 Machine Learning

Machine Learning (ML) is a branch of Arti�cial Intelligence (AI) that leverages the

concept of learning from data to conclude a given task. This task ideally possesses three

key characteristics [18].

The �rst one is that the observed task presents underlying patterns. These patterns are

relationships or regularities that the model can learn and use to make predictions.

The second characteristic is that the task does not present any closed-form solution. In

many real-world problems, there is no closed solution. Unlike traditional programming,

where speci�c rules and logic are explicitly coded, machine learning deals with uncertainty

and variability. In the absence of a closed solution, the use of statistical and probabilistic

methods is relevant to model the inherent uncertainty and make predictions. In this sense,

the goal is to �nd a solution that approximates the underlying pattern in the data as closely

as possible.

The third characteristic is that, for a given task, there is data available. Data serves

as the foundation upon which models are trained and evaluated, and without su�cient

and relevant data, a model cannot learn e�ectively. This data comprises observations that

the model uses to understand the relationship between inputs and outputs. The quality,

quantity, and diversity of the data directly impact the model's performance.

ML involves training models on datasets to uncover patterns and make predictions or

decisions based on new inputs. These models learn from input-output pairs in the data,

identifying relationships that allow them to predict outcomes for unseen data. Unlike exact

mathematical models, which require a precise understanding of all variables and relation-
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ships, machine learning o�ers a practical alternative in scenarios in which processes are

too complex to model accurately using traditional methods. Many real-world phenom-

ena are nonlinear, stochastic, or in�uenced by unknown factors, making exact solutions

challenging. Machine learning leveraging large datasets and advanced algorithms, adapts

and learns from experience, providing valuable insights and predictions in areas where

traditional modeling approaches fall short [19].

In the context of vehicular applications, employing a machine learning approach can

o�er �exible or even unprecedented solutions [20]. The broad variety of data collected

from sensors, cameras, and other onboard devices can allow a model to make valuable in-

sights and understand complex patterns. Some of the most promising applications include

autonomous driving [21], driver assistance systems [22], predictive maintenance [23], and

tra�c management and optimization [24].

In machine learning, neural networks are commonly used due to their ability to capture

complex data patterns. These networks are composed of layers of interconnected nodes,

or neurons. Information is transmitted through these layers via weighted links, which in-

�uence the strength of the connections between neurons. Each neuron processes incoming

data using an activation function and then forwards the output to the next layer. During the

training phase, the network updates the weights of these connections based on the training

data to reduce prediction errors and improve performance on speci�c tasks. This iterative

process allows neural networks to learn and generalize from complex datasets, making

them powerful tools for a wide range of applications [25].

Neural networks are widely used in machine learning because they provide a versatile

and scalable structure for modeling complex data relationships [26]. Their capability to

learn from extensive datasets makes them particularly e�ective for tasks such as pattern

recognition, classi�cation, and regression. This adaptability and performance make neural

networks a preferred option for developing sophisticated machine learning models.

The �exibility, scalability, and high performance of neural networks have established

them as a preferred solution for a wide array of machine learning tasks. This preference is

further supported by the advent of deep learning, which employs deep neural networks with

numerous layers, resulting in signi�cant advancements in �elds such as computer vision,

natural language processing, and speech recognition [27�29]. Additionally, improvements

in hardware technology, including Graphic Processing Units (GPUs) and specialized neu-

ral network accelerators such as Tensor Processing Units (TPUs), have greatly enhanced

the computational e�ciency required for training and deploying these networks [30]. Ac-

cordingly, the tasks evaluated in this dissertation use neural networks, more speci�cally

convolutional neural networks (CNNs).

CNNs consist of interconnected layers of neurons, with each layer performing spe-

ci�c operations on the input data [29]. Unlike traditional neural networks, CNNs employ

convolutional layers that apply �lters to input images, enabling them to capture spatial hi-
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erarchies and local patterns in the data. Additionally, CNNs often include pooling layers

to reduce the dimensionality of feature maps and improve computational e�ciency. As

with other neural networks, CNNs adjust the weights of their connections during training

through a process called back-propagation, minimizing prediction errors and enhancing

performance on image-related tasks. Due to their high performance in computer vision

tasks [29] and their ability to reduce computational cost compared to traditional neural

networks [31], CNNs are utilized in this work. Although their architectural advantages

make them powerful tools, the true e�ectiveness of CNNs ultimately depends on their

ability to generalize beyond the training data, as is the case with any machine learning

model.

2.2 Generalization in Machine Learning

According to [32], the generalization of an ML model is de�ned as its ability to perform

well with new, unseen data. The concept of generalization, which is vital for assessing a

model's potential real-world e�cacy, allows us to di�erentiate between models that merely

memorize training data and those that successfully capture underlying patterns. When

training a machine learning (ML) model, optimization steps are performed on a training

set, allowing us to compute what is referred to as the training error. This training error

measures the di�erence between the model's predictions and the actual target values in the

training data, re�ecting how well the model �ts the training set. Essentially, this process

can be de�ned as an optimization problem, where the goal is to minimize the training error

to improve model performance. The generalization error quanti�es how well a trained

model performs on unseen data, indicating its ability to make accurate predictions on new,

independent samples. To assess this, we compute the model's performance on a test dataset

that was not part of the original training data. By evaluating the model's predictions on

this separate dataset, we gain insight into its generalization capabilities and can better

understand its e�ectiveness in real-world scenarios.

Various metrics can be used to evaluate the performance of machine learning tasks, de-

pending on the speci�c goals of the application. In the context of classi�cation tasks, two

of the most commonly used metrics are cross-entropy loss and accuracy. Cross-entropy

loss is particularly useful for measuring the performance of models that output probability

distributions, such as those used in multi-class classi�cation. It quanti�es the di�erence

between the predicted probabilities and the actual class labels by calculating the negative

log likelihood of the true labels under the predicted distribution. A lower cross-entropy

loss indicates that the predicted probabilities are closer to the true distribution, meaning

the model is more con�dent and accurate in its predictions. Accuracy, on the other hand,

represents the proportion of correct predictions over the total number of instances, provid-

ing a simpler, binary view of performance�whether the model's predictions match the
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true labels or not. In this dissertation, cross-entropy loss and accuracy are used to assess

the e�ectiveness of the classi�cation models, o�ering both of the most used probabilistic

and a straightforward performance evaluation.

To evaluate a model's ability to perform well on new data using a test dataset, we typ-

ically make several key assumptions. Firstly, we assume that the data generation process

for both the training and test datasets follows the same underlying distribution. Addition-

ally, we assume that each observation is independent of the others. If the training and test

datasets are sampled from the same distribution, we would expect the same error for a �xed

set of model parameters. However, in practice, the model parameters are optimized based

on the training set, resulting in the training error being a lower bound for the expected test

error. Therefore, improving a model's generalization involves reducing the gap between

the training error and the test error while maintaining high performance on the training

set. The model's generalization can be impacted by two main factors, model capacity and

data generation process, detailed in the next subsections.

2.2.1 Model capacity

Model capacity, that can sometimes be referred as the model's complexity, de�nes its

ability to model any given function. This concept is intrinsically related to the ability of the

model in capturing the underlying data complexity of a given set. A low capacity model

can struggle to reach the shape of a function that captures the complexity of a training set,

yielding a low performance. This is a classical problem in machine learning, known as

under�tting. In contrast, a high capacity model can �t the training data so well that it mem-

orizes the underlying patterns, resulting in poor performance on new data. This problem

is known asover�tting. For further understanding, we can illustrate the performance of a

polynomial regression model with di�erent degrees. In Figures 2.1(a), 2.1(b) and 2.1(c)

the red curve is the original generating function to be estimated, the blue points are the

observations that compose the dataset used by the model and the green curve represents

the function estimated by the linear regression model.

ˆ Degree 1 (Linear Model): In comparison with the subsequent two models, this

one has a low capacity. It represents a straight line (y = mx + b) and can capture

linear relationships between the input and output variables but fails to model more

complex, non-linear patterns, denoting the problem of under�tting for the given

function as depicted in Figure 2.1(a).

ˆ Degree 3 (Cubic Model): Relatively to the other two models, this one has a mod-

erate capacity. It represents a cubic polynomial (y = ax3 + bx2 + cx + d) and can

capture more complex relationships, including one in�ection point and up to three

bends in the data, as illustrated in Figure 2.1(b).
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ˆ Degree 9 (High-Order Polynomial Model): Out of the three models, this one has

the higher capacity. It represents a ninth-degree polynomial (y = a9x9 + a8x8 +

: : : + a1x + a0) and can �t very complex patterns, including multiple in�ection

points and up to nine bends in the data. However, it is also more prone to over�tting,

which is evident when comparing the estimated model, which extrapolates the graph

boundaries due to values that deviate signi�cantly from the expected range, with the

original generating function, depicted in Figure 2.1(c).

(a) Polynomial model �t with degree 1. (b) Polynomial model �t with degree 3.

(c) Polynomial model �t with degree 9.

Figure 2.1: Illustration of under�tting and over�tting with di�erent model capacities. The
red curve represents the true underlying function, the blue dots represent data points gen-
erated from this function, and the green curve represents each model's predicted function.

2.2.2 Data generation process

Data generation process concerns the probability distribution used to sample the train-

ing and test datasets. The learning theory states that the success of a machine learning

model is deeply related to the conditions of the dataset, as extensively debated in [18].

When the dataset is generated from real-life scenarios without proper curating, problems

such assampling biascan occur. Sampling bias refers to the scenario in which the data

utilized for the training of a machine learning model is not re�ective of the broader pop-

ulation or distribution, thereby leading to predictions that are skewed or inaccurate. A

classical example of sampling bias occurred during the 1948 US presidential election, as

mentioned in [18]. A newspaper conducted a telephone poll to gauge voting intentions.

The poll results suggested that candidate Dewey would be the clear winner, leading the
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newspaper to print a headline predicting Truman's defeat. However, when the votes were

counted, Truman emerged as the winner. The issue arose from the fact that, in 1948,

telephones were a luxury that only wealthier households could a�ord. Consequently, the

poll data was biased towards wealthier individuals who predominantly supported Dewey,

skewing the results.

In the context of machine learning, a dataset used for training that accounts for sam-

pling bias will likely display a similar biased outcome. We illustrate this concept by cre-

ating a sampling bias for the task of learning a sine function, while using a third-degree

polynomial model. As in the previous example, the green curve represents the estimated

model, as the red curve represents the original data distribution we are trying to learn. The

blue points represent the dataset used for learning. Our bias is that the points are generated

only from the positive cycle of the sine function, Figure 2.2(a), and only from the negative

cycle, Figure 2.2(b).

(a) Sampling bias towards positive cycle(b) Sampling bias towards negative cycle

Figure 2.2: Estimated models with sampling bias

It is clear that the model is biased towards the positive cycle of the sine function, not

being able to capture the negative cycle, when compared to an unbiased model in Fig-

ure 2.1(b).

Generalization issues arise from the inherent complexity of the task and the nature of

the data generation process. In controlled environments with well-curated datasets, we

have better insight into these challenges and greater ability to mitigate them. However,

when working with decentralized data, gathered from users, the variability between data

distributions, quality, and availability can exacerbate these issues, thus justifying a more

cautious and discerning approach.

2.3 Federated Learning

Training with client data is desirable because it allows models to learn directly from di-

verse and real-world data, leading to improved performance and generalization. However,

this approach presents signi�cant privacy challenges. To address this, federated learn-

ing (FL) is employed, enabling the training of models across decentralized devices while
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keeping client data localized and private [9]. This approach integrates the advantages of

machine learning models with data-driven learning capabilities and privacy-preserving

mechanisms, facilitating robust model performance without compromising user privacy.

Federated learning is a collaborative machine learning technique that allows neural

network models to be trained across multiple devices or servers while keeping private the

individual data on those devices. Instead of collecting and centralizing all data, FL dis-

tributes the training process to various nodes, denoted as clients, which train local models

with their own data.

In a typical FL setup, shown in Figure 2.3, the training proceeds in iterative phases.

Each client trains its local model using the data it holds, and then sends only the updated

model parameters to a central server. This server aggregates the parameters from all de-

vices to update the global model. The updated global model is then redistributed to the

clients for further training. This process, known as a communication round, continues until

the model reaches a satisfactory level of accuracy or the training period ends. By transfer-

ring only model updates rather than raw data, federated learning maintains privacy while

still improving the overall model's performance.

Figure 2.3: FL framework.

It is important to distinguish between the di�erent FL frameworks. According to [33],

FL is presented mainly in two di�erent methods: Horizontal FL and Vertical FL. In Ver-

tical FL datasets are divided along the feature dimension, enabling model training on data

in which the samples originate from the same observations but the features vary. This

approach can be compared to a table where the number of rows remains constant, but the

number of columns expands as new clients contribute with additional features.

Vertical FL is especially advantageous when datasets share a substantial overlap in

samples but di�er in the types of features collected. For example, consider a situation in

which two organizations, such as a �nancial institution and an online retailer, serve the

same group of users but gather distinct types of user information. Although the user base

might be largely similar, the types of data collected by each organization�such as �nancial

transactions versus browsing behavior� are likely to be di�erent.
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Horizontal FL the datasets are divided along the sample dimension, enabling model

training on data in which the features are the same, but the individual samples vary. To

illustrate, this FL type can be visualized as a table with identical columns but di�erent

rows. For example, if two service providers operate in separate geographical areas but

target similar customer pro�les, their datasets will have di�erent samples, although the

features, such as behavior patterns or preferences, are consistent. By aggregating these

datasets through Horizontal FL, the number of samples can be increased, which helps

to enhance the model accuracy by leveraging the common feature sets across di�erent

datasets.

In this dissertation, Horizontal federated learning is the subject of analysis for im-

age classi�cation tasks, accounting for diverse client availability due to vehicular tra�c

patterns. Additionally, the scenario considered employs the FedAvg algorithm. This al-

gorithm, proposed in [9], is responsible for aggregating the local weights of each client to

create the global model in each communication round, as shown in Figure 2.3. The FedAvg

algorithm is employed as the base for this project's simulations, and works iteratively, as

follows:

1. Initialization : The server initializes the global model parametersw0 at the begin-

ning of each round.

2. Client Selection: A subset of clientsSt is selected by the centralized server to par-

ticipate in the current federated round. For this dissertation, the subset is de�ned as

a fraction of available clients for training.

3. Client Update: Each selected clientk receives from the server the current global pa-

rameterswt and performs a local training process using stochastic gradient descent

(SGD) on its local data. This results in updated local model parameters in clientk,

at intervalt + 1, denoted byw(k;t +1) . The number of local epochs (E) determines

the number of iterations the client performs over its local data during training.

4. Model Aggregation: At the end of each round, the server aggregates the individual

updates from clients to compute the new global model parameterswk;t +1 . This is

achieved by performing a weighted average of the neural network weights from each

client, where the contribution from each clientk is proportional to the number of

samples he has, as:

wt+1 =
1

jSt j

X

k2 St

nk

n
wk;t +1 ; (2.1)

wherejSt j is the number of clients in the selected subsetSt , nk is the number of data

points held by clientk, andn is the total number of data points across all clients.

Despite dealing with privacy concerns and reducing communication overhead, the fed-

erated learning framework poses some challenges when compared to the implementation
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of centralized training. One aspect is the model's performance comparison when trained

directly on the complete dataset versus when the neural network weights are aggregated

from other models that have been trained on their own dataset partitions, as debated in [9].

Another aspect regards the labeling process of each client's samples. Understanding how

will this process be conducted, how to ensure data quality and if the solutions proposed

are scalable are a couple of challenges regarding the labeling process [34]. A third aspect

regards the intermittent client's training availability and the data variability attached to it.

In high-mobility scenarios, such as vehicular networks, clients are expected to eventually

lose connection, ceasing training and consequently ceasing their data contributions to the

model. This issue can signi�cantly impact the training process, as the high variability of

clients, each with its own dataset, may lead to inconsistent behaviors during the model

aggregation process in each round, ultimately a�ecting the optimization between rounds.

This dissertation is concerned with evaluating the latter with regard to accuracy and con-

vergence, and introduces the Dice-Sørensen coe�cient as a novel approach to the analysis

of data variability in federated learning.

2.4 Dice-Sørensen Coe�cient

The Dice-Sørensen coe�cient measures the similarity between two sets. This coe�-

cient is particularly useful in �elds such as information retrieval, computational biology,

and image analysis. The coe�cient is de�ned as twice the size of the intersection of the

two sets divided by the sum of the cardinality of the two sets, and can be expressed as:

DS(A;B ) =
2jA \ B j
jAj + jB j

; (2.2)

wherejA \ B j is the number of elements common to both setsA andB, andjAj andjB j

are the number of elements in setsA andB, respectively.

The value of the Dice coe�cient ranges from 0 to 1, where 0 indicates no similarity

(no shared elements) and 1 indicates complete similarity (identical sets). Unlike other

similarity measures, the Dice coe�cient emphasizes the overlap between the sets, making

it sensitive to changes in the number of shared elements. This characteristic makes it ad-

vantageous in applications in which the presence of common elements is more signi�cant

than their absence, such as evaluating the accuracy of image segmentation [35], the sim-

ilarity of DNA sequences [16] or, as proposed in this dissertation, the data diversity in a

set that changes over time.

In the context of federated learning, we use the Dice-Sørensen coe�cient, illustrated

in Figure 2.4, to assess the similarity between the aggregated dataset in all rounds. The

aggregated dataset is de�ned as the joint set of the individual clients datasets, and is de-

notated byDR j for a given roundj . It is important to reiterate that the de�nition of an
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(a) Sets with Dice coe�cient = 1.

(b) Sets with Dice coe�cient = 0.6.

(c) Sets with Dice coe�cient = 0.

Figure 2.4: Dice-Sørensen coe�cient for di�erent set similarities.

aggregated dataset does not represent a physical process of aggregation; rather, it is a con-

ceptual term utilized to facilitate comprehension of the data evaluated within a federated

learning round. At each FL round, the global model aggregates the parameters from local

models trained in local datasets from the subset of clients present in that round. In this

sense, at each round, the global model receives information, through the neural network
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weights, from a joint set constituted by each individual local dataset participating. As the

aggregated dataset evolves across the rounds, the data variability seen by the global model

changes, which can impact performance. The Dice-Sørensen (DS) coe�cient can thus

e�ectively measure the variety between two aggregated dataset across di�erent rounds,

quantifying the degree of overlap between them. For two federated learning roundsk and

j , with aggregated datasetsDR;j andDR;k , respectively, the coe�cient can be written as

follows:

DSD R;j ;D R;k ) =
2jDR;j \ DR;k j
jDR;j j + jDR;k j

: (2.3)

This coe�cient can help us understand the data variability in the federated learning

context, and better analyze the performance impacts over this behavior.
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Chapter 3

Related Work

Extensive research has been conducted over the past years expanding the original fed-

erated learning proposition [9]. As the use of client data is compelling for vehicular ap-

plications, given that cars are capable to generate a large volume of data throughout their

operational life, Vehicular federated learning has been a relevant topic in the expansion of

this research area [10].

Compelling work such as [36] has been developed towards the vehicular scenario. The

motivation for the paper lies in reducing the costs associated to the communication over-

head in the federated round between clients and the centralized server. To reduce the

communication costs, the paper focuses in developing a custom local training strategy to

improve convergence speed in the model, reducing the total communication rounds needed

for training. Additionally, a client selection and aggregation strategy is proposed, to fur-

ther reduce communication overhead. The methods are evaluated in the MNIST [15],

FEMNIST [37], and a synthetic dataset. Despite evaluating the proposal for a vehicular

scenario, no mobility is taken into account, meaning that all clients can be selected at any

time and there is no dynamic involved in their availability.

In [38] a multi-task federated learning (FL) framework is tailored for tra�c prediction

across di�erent tra�c situations. The framework �rst employs clustering algorithm to par-

tition tra�c data from each station, that can be a toll station a loop detector or a camera,

into clusters based on spatial-temporal dependencies. Stations then collaborate to train

models for each data cluster using federated learning. This work focuses in optimizing

multi-horizon speed predictions, which are then integrated into a modi�ed A* algorithm

for route planning. The algorithm models the road network as a time-dependent graph

and dynamically adjusts route planning based on predicted tra�c conditions, ensuring

more accurate travel time estimates. The paper also uses real-world data from the Caltrans

Performance Measurement System (PeMS) and display signi�cant improvements in pre-

diction accuracy over single-task FL and traditional STL methods. The proposed approach

is intriguing in its consideration of data clustering and multi-task optimization, with the

integration of federated learning over these clusters. However, given the focus on tra�c
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prediction, the clients under consideration are not the vehicles themselves, but rather the

stations that generate data regarding speed and mobility. These stations may include toll

stations, cameras, or loop detectors. In this regard, the research does not consider the

mobility or availability of the clients, as is the case with this dissertation.

Continuing evaluating vehicular federated learning works, the paper [39] introduces

FedParking, a federated learning-based framework for parking space estimation, where

Parking Lot Operators (PLOs) serve as the federated learning clients. In this approach,

PLOs collaboratively train a shared Long Short-Term Memory(LSTM) model for parking

space prediction in a federated learning fashion. The scheme incentives vehicles to enter

parking spaces and share their idle computing resources for o�oading services through a

multi-leader, multi-follower Stackelberg game. A Deep Reinforcement Learning (DRL)

approach is utilized to achieve the Stackelberg equilibrium, wherein PLOs initially formu-

late decisions regarding the management of parking spaces and the implementation of in-

centives for vehicles. The vehicles then respond by selecting parking spaces and o�ering

idle computing resources. The DRL method helps optimize these interactions dynami-

cally, and can be an interesting approach to dealing with dynamic vehicular behavior. It

is worthy of note that the paper considers the Birmingham parking dataset [40], which

includes the parking history operated by National Car Parks in Birmingham, United King-

dom. The paper's primary objective is to optimize the logistics of vehicular infrastructure

through the utilization of idle federated learning clients. The vehicular availability does

not impact the training process; rather, it serves as the dataset for the task in the format of

parking information. Despite also being within the scope of vehicular federated learning,

this dissertation aims to address the impacts related to client availability, particularly in

light of the mobility generated by varying tra�c patterns.

In the context of federated learning, the availability of clients represents a signi�cant

challenge, largely due to the decentralized and often unpredictable nature of participants.

Clients may intermittently connect to the network due to hardware constraints, varying

computational capabilities, network conditions, or even voluntary participation. The inter-

mittent availability of clients can result in non-uniform data contributions, whereby certain

clients provide more updates than others, potentially leading to imbalances in model train-

ing. Furthermore, delayed or missing updates can disrupt the convergence of the global

model, while biased updates from inconsistent client participation can negatively impact

generalization. To address these challenges, it is essential to consider client selection and

contribution mechanisms with attention to ensure that model performance remains robust

despite the variability in client participation. The paper [41] develops a greedy algorithm

to select the best clients based on computational capacity and wireless channel conditions.

This considers a federated learning deploy scheme in which all clients voluntarily dispose

themselves to participate in training and the centralized server decides which clients to

pool. In this sense, the intermittent client participation considered is actually an active
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client selection made by the centralized server, and not a consequence of direct client be-

havior. Although the proposal is both intriguing and comprehensive, it fails to consider

the possibility that clients may not be continuously available for selection, particularly in

the context of vehicular networks where the high mobility of nodes could result in abrupt

disconnections. In [42], limited client participation in the training is considered to develop

an algorithm under bandwidth and time limitations. However, the intermittent participa-

tion in this work is due to willingness of training from the client's side and local dataset

conditions. They also considers a hybrid approach, using partial client data to train the

model in the traditional centralized approach, therefore breaching the privacy concerns a

traditional federated learning framework seeks to protect. Conversely, [43] approaches

client's intermittent participation based on a reputation scheme that evaluates each client

reliability and data quality. However, as in [41], the heterogeneous client participation is

a consequence of a decision made by the centralized server, and is not directly related to

client behavior. This implies that they consider a complete client availability at all times

for selection, which overstates the dynamic behavior of vehicular networks. In the works

mentioned above, heterogeneous client participation is considered and evaluated, but they

do not fully address the impacts of heterogeneous availability caused by factors beyond the

centralized server's control, such as intermittent connections in dynamic environments like

vehicular networks. These works primarily focus on client selection methods rather than

on managing unpredictable client availability, which can potentially a�ect model perfor-

mance in real-world distributed systems.

The research presented in [13] analyzes convergence by modeling client availability

using a �nite-state Markov chain. This model is e�ective at re�ecting scenarios with cor-

related client activity patterns. However, it is not applicable to vehicular networks because

it does not account for the e�ects of vehicular mobility or tra�c patterns on client avail-

ability.

The study in [44] addresses the client availability issue in federated learning by mod-

eling the problem with 5 di�erent approaches. The baseline approach assumes clients are

always available. The approach that re�ects the denominatedscarceavailability is mod-

eled with a probability of training participation of 20%. The availability o�ered by home

devices and smartphones exhibit independent patterns and are modeled with a probability

of participation following a log-normal distribution and a sinusoidal time-dependent be-

havior, respectively. At least an uneven availability is also considered which is inversely

proportional to the size of each client's dataset. The work tackles �ve di�erent approaches

on evaluating client availability, however, di�erently from this dissertation, none is related

to the vehicular scenario or mobility aspects.

Although they are scarce, there are a number of published papers that do take account

of the issue of mobility in the context of federated learning. In [45] a new model aggrega-

tion strategy is proposed, considering a vehicular task. The paper analyses the FL for an
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image classi�cation task. Each client has a local CNN model with approximately 275.000

parameters that is trained on the BelgiumTSC dataset [46]) to classify tra�c signs. The

impacts observed in this paper regards loss in image quality due to mobility of the vehi-

cles. Nevertheless, the analysis only accounts for 10 vehicles travelling at a speed of 0.15

m/s, which is approximately 0.5 km/h, and does not consider the impact of tra�c condi-

tions. The work does not account for the complexity of movement that a more extensive

road network can o�er, with a considerably higher number of vehicles at more signi�cant

speeds, as the present dissertation does. Furthermore, the mobility aspect evaluated does

not impact the client availability throughout the training, which is also considered in this

dissertation.

Pervej et al. [47] provides rich analyses of the high mobility behavior in Vehicular

federated learning. The client selection algorithm proposed is based on classic machine

learning assumptions. The �rst is that a larger dataset will likely yield a better model

performance. The second assumption is that a longer period of training yields a better

learning process, and thus a better predictive model. The algorithm weights the dataset size

and time of training of each individual client in every federated round, displaying a better

result when the chosen clients have a large dataset and more training time. The mobility

is taken into account by simulating the vehicle behavior using the SUMO (Simulation of

Urban MObility) simulator [48] and the Intelligent Driver Model [49] as the car-following

model. The work evaluates di�erent maximum velocities in the simulation, inferring the

e�ects of clients with brief participation time (i.e., training epochs and rounds) over a

�xed road topology. As a design parameter, the client's training time is not bound by the

federated learning round, meaning that a vehicle could leave the simulation even before

completing a single global model aggregation round. Additionally, the subset of available

clientsCk to be chosen to participate in each of the training rounds is also de�ned as a

designer parameter, meaning that the centralized server selectsjCk j uniformly and without

replacement.

Despite this paper providing interesting insights, some aspects of the simulations might

not re�ect reasonable assumptions when we consider the design of a federated learning

system. The �rst one is the vehicle stay period. The paper presents the results of mobility

simulations conducted over a notably limited urban area. In some cases, the simulations re-

sulted in as many as 28% of vehicles remaining within the region of interest for a negligible

duration of 5 seconds. This restriction undoubtedly constrains the scope of the analysis, as

clients may be unable to complete even a small number of epochs within the limited time-

frame. Another potential problematic aspect of the paper is that the centralized benchmark

for the paper does not re�ect the expected accuracy for more widely used neural network

models. While the MNIST dataset demonstrated a centralized performance reaching an

accuracy of 99%, which is comparable with the majority of currently available models,

the accuracy observed for the CIFAR-10 and GTSRB datasets was, respectively, 10% and
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5% lower than that achieved with the MobileNetV3 in this dissertation. These results are

considerably below the standards typically observed in the literature for 2023. This raises

the question of what impacts might be observed with the use of more high-performance

models. Conversely, in this dissertation we make the design choice that clients necessar-

ily complete at least one federated learning round, which sums up to a minimum time of

40 seconds per round and a maximum time of 250 seconds per round, depending on the

task and model. Additionally the models considered achieve centralized accuracy values

that are comparable with the literature [31, 50�52], approximately 93% for the CIFAR-10

dataset, 81% for the CIFAR-100 coarse, 73% for the CIFAR-100 �ne, 99% for the MNIST

dataset and 96% for the GTSRB dataset.

Table 3.1 presents an overview of the literature considered, highlighting the presence

of a vehicular scenario, client availability evaluation, mobility from the federated clients

and the use of state-of-the-art models for edge devices.

Table 3.1: Comparison of works regrading federated learning, vehicular scenarios and
client availability.

Works
Vehicular
Scenario

Intermittent
Client Participation

Mobility
Model

for embedded devices
[36] Yes No No No
[38] Yes No No No
[39] Yes No No No
[41] No Yes No No
[42] No Yes No No
[43] No Yes No No
[13] No Yes No No
[44] No Yes No No
[45] Yes Yes Limited No
[47] Yes Yes Yes No
Ours Yes Yes Yes Yes

This dissertation tackles the gap in the literature regarding the analysis of the dynamic

behavior of vehicular networks due to tra�c patterns in a federated learning context. The

work accounts for mobility derived from simulations based on real tra�c �ow data and

over di�erent road topologies. We address the impact on federated learning by attach-

ing the mobility simulation behavior to the client availability during training, assessing

the in�uence of tra�c patterns and the time of vehicle stay in di�erent regions of real

metropolis.
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Chapter 4

Methodology

This chapter describes the methodology used in this dissertation to evaluate the impact

of tra�c patterns on image classi�cation tasks using federated learning. We debate the FL

framework, the models, the considered datasets, and the speci�cs of how the mobility

simulation is conducted. We also evaluate the developed client-side data con�guration

and the integration of federated learning with mobility simulation. At last we describe the

methods used in the analyses and the evaluation criteria.

4.1 FL Framework

For this dissertation, an adaptation of the original federated learning framework [9] is

adopted. In this framework, each clientk is de�ned by a unique vehicle and initially has

the exact same neural network model as the centralized server, as detailed in Section 4.2.

Each vehicle has its own dataset (locally collected), which is independent of those in other

vehicles. The simulation starts with all vehicles having the same neural network weights

w0. At the beginning of the communication round, the selected clients train their local

neural network models over their own dataset for a given number of epochs. After local

training, each client sends his updated neural networks weightswk;t k to the centralized

server. The server aggregates the neural network weights using the FedAvg algorithm, as

in Equation 2.1, and returns the aggregated weightswt+1 to each of the selected clients

from the next communication round. These aggregated weights are then used as initial

weights by the clients in the next round.

Originally, the FL framework selects a random subset of clients, without replacement,

to train at each communication round. We adapt this step by dynamically selecting vehi-

cles to participate in the training based on the tra�c patterns observed, as illustrated in

Figure 4.1. The poll of clients selected for a training round, shown in the �gure within

the blue-shaded area, is composed of all the clients contained in the region of interest,

represented by the pink-shaded area, for the given time. As long as the selected clients re-
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main within the speci�ed region of interest, they engage in the federated learning training

process, transmitting their parameters to the centralized server in order to collaborate in

the construction of the global model through the FedAvg algorithm, as indicated by the

green-shaded area. If a communication round begins and a client is no longer in the region

of interest, this client is no longer considered available, and thus does not participate in

any future training. This dynamic is further explained in Section 4.6.

Figure 4.1: Adapted FL framework.

4.2 Models

For the preliminary results, a simple Convolutional Neural Network (CNN) design,

depicted in Figure 4.2 is used for classi�cation on the MNIST [15] dataset. It consists of

two convolutional layers with ReLU activation functions, each followed by a2 � 2 max-

pooling layer. The output of the second max-pooling layer is fed into three fully connected

layers with ReLU activation functions. The �nal softmax layer has 10 outputs to classify

the images. This simple model choice for the initial analysis is based on the complexity of

the task. The MNIST classi�cation task, despite its extensive use in the literature, is quite

simple compared to other image classi�cation datasets such as the CIFAR-10 [53]. In this

sense, a simple neural network is capable of achieving high accuracy, allowing us to focus

on the impact of tra�c patterns, which is the topic of interest of this dissertation.

In order to extend the analysis, we evaluate more complex tasks for which a more com-

plex neural network is required. MobileNetV3 was proposed in [54] and is based on an

e�cient and highly optimized architecture designed speci�cally for resource-constrained

mobile environments. Although this model does not achieve state-of-the-art performance

in terms of accuracy, it is considered state-of-the-art in terms of e�ciency, o�ering an

excellent balance between computational cost and performance on image classi�cation
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Figure 4.2: CNN for MNIST classi�cation.

Table 4.1: Models comparison for image classi�cation on ImageNet-1K [1].

Model Accuracy (%) GFLOPS Parameters (M) Size (MB)
MobileNetV3-Large 75.274 0.22 5.48 21.1
MobileNetV3-Small 67.668 0.06 2.54 9.8
MobileNetV2 [57] 71.878 0.30 3.50 13.6

Resnet 50 [31] 80.858 4.09 25.56 97.8
E�cientNetV2 [58] 85.808 56.08 118.51 454.6

ViT-H/14 [55] 88.552 1016.72 633.47 2416.6

tasks. Table 4.1 provides a detailed comparison between MobileNetV3 and other widely

used models for image classi�cation, including the ViT [55], which is regarded as the

state-of-the-art in the �eld. The values presented in the table are extracted from the Py-

torch o�cial documentation [56]. They illustrate the top-1 accuracy in the ImageNet-1K

classi�cation task, the Giga Floating Point Operations Per Second (GFLOPS), which indi-

cates the computational cost of the model, as well as the number of parameters, or weights,

the model has, and �nally, the size of the model in megabytes (MB).

The implementation of MobileNetV3 is performed using the PyTorch framework, in

the large version of the model. To maximize performance the MobileNetV3 used in this

dissertation is pre-trained on the ImageNet-1K dataset, which provides more advanta-

geous initial parameters for the model considering the image classi�cation task. This

version of MobileNetV3 comprises approximately 5.5 million parameters, o�ering a bal-

ance between e�ciency and better performance, when compared to the small version of

the network, with approximately 2.5 million parameters. The model achieves 219 mil-

lion Multiply-Add operations (MAdds), which results in 0.22 GFLOPs through the py-

torch implementation [54]. This makes it computationally lightweight in comparison to

larger architectures. Furthermore, the model is relatively small, with a �le size of approxi-

mately 21 MB. This makes it highly suitable for resource-constrained environments, such

as vehicular systems that rely on embedded batteries to power and sustain their electronic
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intelligent systems.

The use of lightweight models in vehicular applications is frequently disregarded, de-

spite its signi�cance. This aspect is frequently ignored when research is conducted us-

ing high-performance GPUs and robust infrastructure, where the size and power con-

sumption of the models are not considered. In a vehicle, however, a model requiring a

high-powered GPU may need a more advanced cooling system, deplete the car's battery

quickly, or introduce latency that is unsuitable for high-mobility environments. Therefore,

computationally-e�cient models are not merely preferred but essential, aligning vehicular

research more closely with the practical demands of real-world vehicular systems.

4.3 Mobility Simulation

As this work focuses on evaluating the impact of tra�c patterns in federated learning,

a simulation takes place to infer mobility to each individual client. As mentioned in Sec-

tion 4.1, each client corresponds to a vehicle in the tra�c simulation. The simulation is

performed using the SUMO mobility software [59], version 1.20.0. As explained in Sec-

tion 4.4, each vehicle is simulated using theKraussmicroscopic mobility model [60] and

the dynamic is evaluated over real road topologies, two di�erent regions of Rio metropoli-

tan area.

4.3.1 Region Choice

As the goal for this dissertation is to evaluate realistic scenarios, real regions are used

for the tra�c simulations. For each simulation, the road topology is imported from Open-

StreetMap [61].

To understand the impact of di�erent urban scenarios, two distinct regions of the

metropolitan area of Rio de Janeiro were chosen. Di�erent aspects characterize the traf-

�c patterns and road complexity within a region, especially when considering real data.

From an analytical perspective, numerous aspects can be listed as responsible for de�ning

a region regarding vehicular tra�c, such as the number of roads, speed limits, amount of

tra�c lights, number of lanes in each road, presence of crossroads, and presence of merg-

ing lanes. Additionally, human factors such as driving culture and socioeconomic aspects

of a region can impact tra�c �ow. For example, residential neighborhoods often experi-

ence peak tra�c during the morning and evening rush hours as residents commute to and

from work. In contrast, city centers tend to have constant vehicular tra�c throughout the

day due to business activities and commercial hubs. These variations highlight the chal-

lenge of categorizing di�erent regions in terms of tra�c behavior. In this sense, we de�ne

di�erent criteria to provide a fair comparison between regions.

Both regions have an area of3:7km2. Here, in addition to creating fairness between

24



region comparison, we also assume that the centralized server has the same geographical

coverage area. Secondly, the regions are situated in central parts of the the two cities. With

this, we aim to ensure a high density of vehicles and mobile network coverage, as well as

selecting regions that potentially observe similar socioeconomic aspects, enhancing the

fairness of comparison. Thirdly, the regions have a similar level of complexity in road

topology. The level of complexity is determined by combining spatial metrics such as

edge density, intersection density, and lane kilometer density. This criterion ensures the

avoidance of regions such as express highways, where node behavior can be much simpler,

which is not the focus of this study. The aforementioned criteria were aggregated in a

combined metric, with the objective of allowing the choice of the regions to be considered

in the study. The combined complexity metric of the road topology we propose is de�ned

as:

Z = we �
de

de;max
+ wi �

di

di; max
+ wl �

dl

dl;max
; (4.1)

where:

ˆ we; wi ; wl are the weights assigned to the edge density, intersections, and lane kilo-

meters respectively,

ˆ de is the edge density,

ˆ di is the density of intersections,

ˆ dl is the density of lane length,

ˆ de;max is the maximum observed value of edge density between the two regions,

ˆ di; max is the maximum observed value of intersection density between the two re-

gions, and

ˆ dl;max is the maximum observed value of lane length density between the two regions.

This metric was developed based on easily measured spatial metrics and the weights

are de�ned according to the level of importance considered for each individual metric in

complexity.

The edge density (de) is the number of streets or roads within the area of the chosen

region, and is considered the most important factor, as it directly accounts for the number

of possible end-to-end routes in the region. With more routes, the tra�c �ow becomes

less predictable and more dynamic, as vehicles have multiple options to reach their desti-

nations. This can lead to complex interactions between di�erent routes, making it harder

to anticipate and manage tra�c patterns.

The second most signi�cant factor in�uencing the complexity of a road network is the

density of intersections (di ), de�ned as the number of intersections between edges within
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the speci�ed region. This parameter is regarded as the second most important due to its

signi�cant impact on the number of potential routes. To better understand this impact,

we can make a parallel with graph theory. A road network can be modeled as a graph,

where the vertices represents intersections and the edges represents roads. Given a pair

of verticesu andv, which de�ne the start and end of a route, each additional intersection

represents a decision point where di�erent paths can be taken. Nevertheless, modeling a

road network is not a merely straightforward process. In addition to the assumed graph

connectivity, the feasibility of the path must also be taken into account. This means that

even if an edge (road) is connected to other edges through a vertex (intersection), the path is

only possible if the vehicle is allowed to follow the roads. Constraints such as tra�c rules,

road types, and turn restrictions must be taken into account to ensure the modeled paths

re�ect realistic driving conditions. However, given that the transition probability is greater

than or equal to zero, the increase in the number of intersections tends to result in a greater

number of potential paths, thereby increasing the overall complexity. Consequently, the

density of intersections is identi�ed as the second most signi�cant factor in characterizing

the complexity of the road topology.

The last parameter considered is the density of lane length (dl ), which is the length, in

kilometers of the aggregated lanes accounting for all the edges within the region. While

more lanes can accommodate more tra�c, they do not necessarily increase the number of

di�erent routes available. Lane lengths are more related to the capacity and e�ciency of

the roads rather than the complexity of the network structure. In this sense, this parameter

has a smaller weight when compared to the previous two. In this sense, the �nal weights

are de�ned as follows:

[we; wi ; wl ] = [0:5; 0:4; 0:1]: (4.2)

We initially chose the region of Botafogo positioned at a central part of the metropolitan

area of Rio de Janeiro, in which the3:7km2 area contained the geographical boundaries

of the neighborhood. Subsequently, other regions with the same coverage area and visual

similarities were considered, and one was selected that would yield a similarZ value,

thus providing a more equitable comparison. In this light, the second region selected for

analysis was the Icaraí region, which exhibited a Z-value of 0.94 when compared to a

reference value of 1 from the Botafogo region.

The neighborhoods chosen, Botafogo and Icaraí, are located in the state of Rio de

Janeiro, Brazil. Figure 4.3 shows the regions imported into the SUMO software, illustrat-

ing their visual similarities, while Table 4.2 summarizes the main characteristics of the

two simulated areas.
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(a) Botafogo.

(b) Icaraí.

Figure 4.3: Geographic regions selected for simulation.

Table 4.2: Main characteristics of the two urban regions simulated.

Botafogo Icaraí
Area (km2) 3.7 3.7
Intersections 347 347

Edges 591 534
Lane length (km) 86.4 80.5

Z 0.94 1

4.4 Car-following model

In the �eld of intelligent transportation systems, accurate modeling of vehicle mobil-

ity is crucial for the design, simulation, and evaluation of various network protocols and

services [62]. Mobility models are used to represent the movement patterns of vehicles

on road networks, capturing their dynamic behavior and interactions. These models are

broadly categorized into macroscopic and microscopic models. Macroscopic models fo-

cus on the collective movement of tra�c �ows, describing the overall tra�c density and

velocity across the network. They are often used in tra�c engineering and urban planning

to optimize tra�c �ow and reduce congestion [63]. On the other hand, microscopic mod-
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els provide a detailed representation of individual vehicle movements, considering factors

such as car-following behavior, lane-changing, and overtaking maneuvers. These models

are essential for studying the interactions between vehicles and predicting the performance

of vehicular communication systems [64].

Microscopic models are used in simulation software such as SUMO [59] due to their

detailed and granular representation of individual vehicle behaviors. These models simu-

late each vehicle as an autonomous entity with its own set of characteristics and decision-

making processes, such as acceleration, deceleration, lane changing, and car-following be-

havior. This modeling allows the simulation to accurately capture the complex dynamics of

tra�c �ow and assess the impact of various vehicular applications that rely on a per-vehicle

implementation. Microscopic simulations are key for the development and testing of ve-

hicular communication systems and autonomous driving technologies, as they provide a

precise environment for evaluating vehicle-to-vehicle (V2V) and vehicle-to-infrastructure

(V2I) interactions [62].

For this dissertation, the microscopic car-following model selected is the widely

adopted collision-freeKrauss model[60]. This model makes two main assumptions about

the general properties of tra�c �ow. The �rst assumption is that vehicle velocityv is

bounded by a maximum velocityvmax (i.e., v � vmax ). In the case of this dissertation,

vmax is de�ned as the road speed limit.

The second assumption regards the collision-free aspect. It states that drivers always

thrive to not collide with each other. This means that the vehicle will always maintain

a velocity v that is bounded by a safety speed (i.e.,v � vsafe ) relative to the leading

vehicle, which is the vehicle that is immediately ahead within the same lane, guaranteeing

a collision-free system.

The safety speedvsafe for each time step can be determined based on the way vehicles

interact with each other [48], which is a function of the velocity of the leading vehicle,

the gap between the vehicles, the reaction time of the driver and the vehicle deceleration

capabilities:

vsafe (t) = vl (t) +
g(t) � vl (t)�

v
b(v) + �

; (4.3)

where:

ˆ t is the time step,

ˆ vl (t) is the velocity of the leading vehicle int,

ˆ g(t) is the gap to the leading vehicle int,

ˆ � is the driver reaction time, and

ˆ b(v) is the deceleration function.

28



The desired velocityvdes is de�ned to limit the mobility of the vehicles due to its phys-

ical limitations, such as the maximum possible velocity, maximum acceleration, handling

stability, etc. This de�nition helps the model to represent more realistic behaviors [48].

The desired velocity is computed as the minimum of the vehicle's safe speed, the current

speed plus the maximum acceleration and maximum speed:

vdes(t) = min [vsafe ; v(t) + a(v)� t; vmax ]: (4.4)

To complete the model, an human error that deviates from optimal driving is accounted

for. This error is computed by subtracting a random perturbation� > 0 that is uniformly

distributed between 0 and� , where� is a parameter between 0 and 1, from the desired

speed. As the vehicles in the simulation do not drive backwards, the �nal velocity of the

vehicle in a given timet is given as the maximum between 0 and the computed speed:

v(t) = max[0; vdes(t) � � ]: (4.5)

4.4.1 Simulation parameters

The parameters of the mobility simulation are detailed in Table 4.3. The �ow of vehi-

cles present in the simulations was based on data from real tra�c �ow in the metropolitan

area of Rio de Janeiro [14]. The tra�c �ow between 9 a.m. and 1 p.m. was gathered

from the main streets of Botafogo, namely Voluntários da Pátria St. and São Clemente

St., and an average of vehicles was taken to determine the �ow of vehicles in and out the

neighborhood during the period of one hour. The SUMO simulation is set to a duration

of 3,600 seconds (1 hour) and the total volume of vehicles initialized is de�ned as the

average value found from the real data. The total vehicle �ow in each simulation for the

whole region is 1,290 vehicles per hour. To ensure fairness, the same volume of vehicles

of Botafogo is set for the region of Icaraí, and the simulations have the same duration.

For all simulations, the vehicles present the same Tra�c Factor parameter. This SUMO

parameter de�nes how many times it is more probable for a vehicle to be initialized by the

simulation in an edge that is located in the boundaries of the region. The parameter was

set to 100. As for the Count parameter, the value was adjusted to match the desired total

volume of vehicles (1,290) throughout the simulation.

Table 4.3: SUMO Mobility simulation parameters.

Area (km2) Duration (s) Tra�c Factor Total of vehicles
Parameters 3.7 3600 100 1290
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4.5 Simulation Input Data

The use of large datasets is a necessary component of this dissertation, as the federated

learning task under consideration involves a considerable number of clients, for which the

dataset must be partitioned. Given that ML models are dependent on data, the intention is

to ensure that each client receives a su�ciently large partition for e�ective training.

4.5.1 Datasets

The dataset used for the initial analysis is the MNIST [15] dataset, due to its wide

use in the literature [36, 65, 66] and substantial size, making it suitable for partitioning

in large-scale federated learning experiments. The MNIST dataset consists of 60,000 one

color channel images of handwritten digits, each of size28� 28 pixels, categorized into

ten classes (digits 0 through 9) as illustrated in Figure 4.4. Building on these results, we

afterwards expand the analyses to a wider range of more complex datasets.

Figure 4.4: Examples from the MNIST dataset.

The �rst dataset to expand on is CIFAR-10, which is widely used as a benchmark for

image classi�cation tasks [47, 67].The CIFAR-10 dataset comprises 60,00032� 32pixel

images, categorized into ten distinct classes: airplanes, cars, birds, cats, deer, dogs, frogs,

horses, ships, and trucks. Although CIFAR-10 has the same number of images and classes

as MNIST, it is more complex due to its higher image resolution and diversity of visual

features. To achieve a comparable level of accuracy with the literature on CIFAR-10, more

advanced architectures, such as ResNets, are required, whereas simpler convolutional neu-

ral networks (CNNs) are su�cient for MNIST. Figure 4.5 illustrates the CIFAR-10 dataset.

30



Figure 4.5: Examples from the CIFAR-10 dataset.

To progressively increase the di�culty of the classi�cation task, we turn to the CIFAR-

100 dataset. The dataset also contains 60,000 images, but is divided into more classes,

providing two di�erent levels of label granularity. The more sparse granularity, referred

to ascoarselabels, groups the 100 classes the dataset is separated into 20 superclasses,

resulting in 3,000 images per superclass. The �ner granularity, called�ne labels, divides

the dataset into the 100 distinct classes, making it more complex for classi�cation. This

is due not only to the augmented search space for the output, but also to the fact that there

is only 600 images per class. CIFAR-100 images have the exact same shape as the ones in

CIFAR-10 but are mutually exclusive, meaning that classes that belong to CIFAR-10 are

not present in the CIFAR-100 datasets. Figures 4.6 and 4.7 illustrate the CIFAR-100 in the

coarse and �ne con�gurations, respectively.

This setup enables a progressive increase in the complexity of the classi�cation task,

from CIFAR-10 to CIFAR-100 coarse to CIFAR-100 �ne, allowing us to train and evaluate

the model at varying levels of di�culty.

Finally, we also consider a dataset composed by images in the tra�c context, the Ger-

man Tra�c Sign Recognition Benchmark dataset (GTSRB) [68]. This dataset comprises a

total of 39,200 tra�c sign images, taken from the streets of Germany, divided in 43 distinct

classes, such as stop, speed limit and merging signs. Figure 4.8 shows some examples of

the dataset. It is interesting to mention that despite having more classes than the CIFAR-10

and CIFAR-100 coarse datasets, the complexity of this task is actually smaller since the

tra�c signs are made to be easily distinguished between each other.
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Figure 4.6: Examples from the CIFAR-100 coarse dataset.

Figure 4.7: Examples from the CIFAR-100 �ne dataset.

4.5.2 Client Data Setup

Each dataset is partitioned across clients in a independent and identically distributed

(IID) fashion. Each vehicle in the simulation is attributed to a unique identi�er and re-

ceives an independent and unique partition of the complete dataset as its local dataset.

The local dataset does not change during the simulation. Thinking about the deploy of a

federated learning system, we can imagine two ways that the client might generate its lo-

cal dataset. Due to the vehicle's hardware storage limitations, the dataset can only store a

limited number of images. Once the storage is full, the system can either overwrite the old
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