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O Aprendizado Federado promete melhorar a privacidade durante o desenvolvi-
mento de modelos para a industria automotiva. Entretanto, durante a adocao inicial,
apenas veiculos de topo de linha podem suportar treinamento de modelos, enquanto
os veiculos limitados ainda dependem de servidores em nuvem, levantando preocu-
pacoes quanto a privacidade dos dados. Ademais, conexoes intermitentes provocam
consumo excessivo de banda, descarte de atualizacoes de modelos e desperdicio de
energia. Por fim, o operador em nuvem nao possui acesso ao hardware de treina-
mento para experimentar com diferentes modelos e hiperparametros, dificultando a
implantacao das solu¢oes em um ambiente real. Esta dissertagao propoe o Apren-
dizado Federado Confidencial Misto (AFCM) para auxiliar a implantagao incre-
mental do aprendizado federado no setor automotivo, ao delegar o treinamento de
veiculos restritos para ambientes de execucao confiaveis em nos de borda. Para lidar
com desconexoes frequentes, um novo protocolo de comunicacao e novas maquinas de
estado no cliente e no servidor sao projetados. Por fim, uma Arquitetura para Geren-
ciamento Automatico de Tarefas de Aprendizado Federado (AGATA) é proposta,
acrescentando funcionalidades de inicializacao, transferéncia e troca automatica de
miultiplas tarefas de aprendizado, facilitando a implantacao de solugoes pelo oper-
ador em nuvem. Os principais resultados das avaliacoes experimentais do trabalho
sao os seguintes. O AFCM reduz o tempo de transferéncia dos modelos em até
98% e a sobrecarga de controle da pilha de protocolos em 10% comparado com o
gRPC/HTTP2 utilizado em outras solugdes, como o Flower. O ACFL aumenta o
nimero de contribuicoes dos clientes em trés vezes, enquanto evita o desperdicio
de computagao. Por fim, o tempo para a troca automatica de tarefas no cliente e

servidor realizada pela AGATA é desprezivel para a grande maioria das aplicagoes.
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Federated Learning (FL) offers promising benefits for enhancing data privacy in
the automotive industry. However, during early adoption, only high-end vehicles can
support on-board model training, while constrained ones remain dependent on cloud
servers, raising data privacy concerns. Moreover, intermittent connections lead to
excessive bandwidth consumption, discarded model updates, and energy waste. Fi-
nally, the cloud operator does not have access to training hardware to experiment
with different models and hyperparameters, hindering the deployment of solutions
in a real environment. This thesis proposes Mixed Confidential Federated Learning
(MCFL) to support the incremental deployment of FL in the automotive sector by
delegating the training of restricted vehicles to Trusted Execution Environments
(TEEs) at edge nodes. To cope with frequent disconnections, a new communica-
tion protocol and new client/server state machines are designed. Lastly, an Auto-
matic Federated Learning Task Management Architecture, nicknamed AGATA, is
proposed, incorporating initialization, transference, and automatic task switching
features, which reduce operator intervention. The main results of the experimental
evaluations of this work are as follows. MCFL reduces model transfer time by up
to 98%, and protocol stack control overhead by 10% compared with gRPC/HTTP2
used in other solutions, such as Flower. MCFL increases the number of client contri-
butions threefold while avoiding computational waste. Finally, the time required for
automatic task switching on the client and server performed by AGATA is negligible

for the vast majority of applications.
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Chapter 1
Introduction

Vehicular manufacturers use data collected from modern vehicles for training Ma-
chine Learning (ML) models to perform complex tasks, such as autonomous driving
and Advanced Driver-Assistance Systems (ADAS). These data include both signals
sent by Electronic Control Units (ECUS) to the Controller Area Network (CAN) and
more complex information, such as images from cameras [1, 2]. Table 1.1 summa-
rizes some of the available types of data, together with possible applications using
Arti cial Intelligence (Al), and possible privacy risks.

Data type Intelligent application Privacy risks

Cinematic Road quality detection Location

Electric Battery State-of-Health (SoH) | Driving pro le
prediction

Image and video Vulnerable Road User (VRU) de- | Street images
tection

Sound and voice Voice-to-text Al assistant Private conversations

Text Large Language Models (LLM) | Vehicle's state
for maintenance

Table 1.1: Vehicular data types, use in Al, and privacy risks.

To address privacy concerns from the user's perspective, Federated Learning
(FL) retains users' data locally on vehicles while exchanging only model updates
with an aggregation server [2]. FL is a paradigm in which a server distributes a
model to multiple clients' devices for them to train with their locally generated
models. The resulting parameters are aggregated at the server to produce a new
model and start a new training round. Each client can update its model parameters
using gradient-based optimization on local data, while the server aggregates the
parameters. The most popular aggregation algorithm is FedAvg, which computes
a weighted average of each parameter, using the number of samples per device as
the weight. The advantage of this approach is that data does not need to be sent
to the cloud, increasing privacy and saving bandwidth. However, most mainstream
vehicles either lack the computational resources to participate in training or must



delegate it to the cloud. For example, the average connected vehicle in 2026 is
equipped with 278 GB of combined RAM and storage, which represents only a
fraction of the daily training dataset required to update a robust ML model [3].
Mixed Federated Learning (MFL) combines training on capable client devices with
training in the cloud [4]. To address privacy concerns, cloud training has access only
to non-sensitive data.

Con dential Learning (CL) enables in-cloud training with sensitive data by using
Trusted Execution Environments (TEES). Trusted Execution Environments (TEE)
use hardware resources to securely execute code sections without relying on the se-
curity of any other software component. The most popular TEE implementation in
cloud computing is Software Guard Extensions (SGX), an x86 instruction extension
for creating and destroying isolated memory regions called enclaves [5]. CL, how-
ever, faces scalability and cost limitations when processing large volumes of data
centrally [6]. For example, the cost for training a single state-of-the-art model is
increasing at a rate of 2.4 times per year, and will potentially surpass $500 million
dollars in 2030 [7]. The joint use of MFL and CL to enhance privacy at scale in
vehicular FL with heterogeneous hardware capabilities remains an open gap.

Modern vehicles have a primary ECU with a wireless gateway that connects
to the Internet, usually through LTE (Long Term Evolution) and 5G NR (New
Radio) cellular networks. Because the cost of mobile data plans is proportional
to the volume of data transmitted, the amount of data sent to the manufacturer's
data lakes is limited. Unfortunately, to reduce transmission costs, the frequency
of data sent may be much lower than the sensors' sampling frequency, limiting
the applicability of the data in manufacturer data lakes for complex ML models.
Also, FL and MFL approaches assume a stable client-server connectivity, which is
unrealistic in vehicular environments subject to intermittent connectivity [8].

Distributed learning strategies introduce other challenges, such as convergence
over heterogeneous data and susceptibility to model inversion attacks. There are
numerous works in the literature that tackle such challenges [9, 10]. At the same
time, challenges related to FL management and operations are underexplored by re-
searchers. While in typical centralized ML, practitioners can easily explore di erent
models and hyperparameters, in FL, cloud operators do not have control over train-
ing devices. Thus, it is bene cial to have architectures for automating the creation,
deployment, modi cation, and monitoring of FL tasks.

Therefore, the Research Questions (RQs) investigated by this work are:

" RQ1 how could we privately train ML models across large heterogeneous
vehicular eets?

" RQ2 how to deal with unreliable vehicular network conditions?



" RQ3 how could we allow cloud operators to control and experiment with
di erent FL tasks in a large-scale deployment?

1.1  Work Contributions

To answerRQ1 and RQ2, this thesis proposes a framework called Mixed Con den-
tial Federated Learning (MCFL). MCFL provides a meaningful step toward scalable,
reliable, and privacy-preserving FL deployment in the automotive industry by en-
abling incremental adoption among resource-constrained, poorly connected vehicles.
The main contributions are the following:

1. Proposal, implementation, and evaluation of MCFL framework based on real-
world vehicular requirements: privacy preservation, support for heterogeneous
and low-cost hardware, and robustness under unreliable connections.

2. MCFL enables resource-constrained vehicles to o oad training tasks to TEEs
at network edges, rather than relying solely on computationally powerful vehi-
cles in FL. Only critical components are executed within the TEE, drastically
improving performance and enabling training on a ordable hardware.

3. Design of Federated UDP Bursts (FUB), a 10% more e cient and 98% faster
protocol compared with gRPC/HTTP2. FUB relies on an opportunistic and
optimistic approach. The opportunism comes from the assumption that the
server must send all necessary packets as quickly as possible to avoid losing
connection. The optimism comes from the assumption that the error proba-
bility is low enough so that the server does not need to repeat the request.

4. Introduction of a novel Disconnection-Tolerant (DT) execution model that
improves fault tolerance, leading to a threefold reduction in wasted computa-
tions. The main di erence from the traditional execution model is the absence
of a requirement for connection maintenance and the possibility of stopping of
client training before the server times out.

Figure 1.1 compares the traditional strategy for adopting FL by vehicular man-
ufacturers with the proposed evolution strategy strategy. Each circle represents a
deployment strategy, and the radius represents the deployment cost. The coordi-
nates (X, y) of each circle indicate the level of privacy (x-axis) and the solution's
coverage, measured by the number of clients that contribute with data (y-axis).
The arrows indicate the temporal evolution of the adoption strategy, from the more
well-established CL to FL. The arrow also indicates what happens when the number
of powerful clients, i.e., clients capable of performing local training, increases.



Figure 1.1: Advantages of using MCFL during early adoption of FL by vehicular
manufacturers.

The traditional paradigm for shifting from CL to FL increases both privacy
and cost e ciency, but at the expense of limiting participation to only computing-
powerful clients. As more powerful vehicles are available, FL gains scale in terms of
data contribution. MFL is an intermediate solution, which delegates model training
to part of the users, protecting their privacy and reducing manufacturer costs with
centralized training. On the other hand, directly shifting from CL to MCFL allows
for privacy preservation employing TEEs without reducing the data scale. With
MCFL, we still keep training with the data from constrained devices. As vehicular
hardware becomes more powerful, a greater portion of the training is delegated to
the vehicles, reducing the data center's cost. This is indicated by the reduction in
the radius of MCFL circle. On the limit, all vehicles in the future can leverage FL,
which can be though as a special case of MCFL.image

To answer RQ3, this thesis proposes a novel architecture for automating the
entire work ow of FL tasks, including code development, task initialization, client
monitoring and selection, software transfer from server to clients, error correction,
and task nalization, named AGATA. The main contributions are as follows.

1. The use of microservices in both server and clients for automatically starting
FL tasks as Docker containers. The code for both the client and the server
can be freely developed using any well-established tool, such as PyTorch and
Flower [11, 12], enabling tool adoption and making it future-proof as new
frameworks and models emerge.

2. The automatic search and discovery of compatible tasks by the client, so that
it can download the resources Over-the-Air (OTA), starts the training, and
monitor its progression without any human intervention. The server uses
statistics from previous training rounds to derive much richer client selection

4



criteria.

3. The possibility of managing the system using four di erent interfaces: well-
de ned REST (Representational State Transfer) API (Application Program-
ming Interface), simple web page, command-line utility, and a Python library.

Table 1.2 lists some activities that must be performed for managing a federated
training. It compares the proposed architecture with the Flower framework, as a
baseline. While Flower just performs the training itself, AGATA covers all activities,
except code development. That way, a system operator does not need to manually
transfer the code, collect client metrics, and changing task parameters. These tasks
would require the use of plenty of software tools, increasing overhead with manual
labor.

Activity to be managed Flower Flower+AGATA
Code development

Code deployment and nal-| X X

ization

Data collection from clients X

for selection

Code transfer for clients X

FL execution X X
Management interfaces X

Table 1.2: Activity managed by each solution

1.2 Thesis Outline

The remainder of the thesis goes as follows.

" Chapter 2 presents the most common approaches for solving challenges brought
by centralized and distributed learning that are also tackled by this work. For
this, the chapter sheds light on the most relevant related works concerning the
topics of: i) centralized and distributed learning strategies (Section 2.1), ii)
adoption of TEE for making ML/FL safer (Section 2.2), iii) e ects of commu-
nication and faults in FL (Section 2.3), and iv) automation of FL management
operations (Section 2.4).

Chapter 3 focuses on MCFL for tacklingRQ1 and RQ2. Section 3.1 justi es
the requirements in terms of vehicular industry needs. Then, Section 3.2
presents the main design choices for building MCFL, along with the proposed
DT execution model and FUB protocol. Finally, Section 3.3 describes the code
development and performance challenges that needed to be overcome to build
MCFL.



" Chapter 4 focuses on AGATA for tacklingRQ3. It starts by describing the
architecture components and sequence diagrams (Section 4.1), followed by an
implementation description using available tools (Section 4.2).

Chapter 5 describes the experimental scenario and presents the results for both
MCFL (Section 5.1) and AGATA (Section 5.2). Experimental results show
that MCFL reduces transfer time by up to 98% and protocol overhead by 10%
compared with standard HTTP. Furthermore, MCFL increases the number
of e ective client contributions by 3x, delivering a level of communication

e ciency and reliability not achieved by existing FL frameworks. At the same
time, AGATA can automate FL operations without incurring prohibitive time

in network overhead.

Chapter 6 presents the concluding remarks, as well as future research direc-
tions.

Additionally, Appendix A presents a complementary study on the UDP Burts
for Over-the-Air software updates (UBOTA). Although this topic goes beyond the
main focus of the thesis, which is FL, UBOTA is the basis on top of which FUB
was developed. Appendix B lists other publications from the author developed
throughout his study.

The codes for using MCFL and AGATA, along with the corresponding docu-
mentation, in Markdown, are available in the following GitHub repositories:

" https://github.com/GTA-UFRJ/SunFlower

"~ https://github.com/GTA-UFRJ/FLMNGR



Chapter 2
Previous Works and Background

This chapter discusses prior e orts to address privacy preservation, scalability, and
network reliability in Federated Learning (FL) for heterogeneous vehicular environ-
ments.

2.1 Learning Strategies

This section focuses on works related to centralized learning, federated learning and
mixed-federated learning.

2.1.1 Machine Learning in the Vehicular Environment

Modern vehicles use data collected from sensors for inference tasks, such as vulner-
able road user (VRU) detection [13], and battery state-of-charge (SoC) and State-
of-Health (SoH) regression [14]. These tasks are performed using locally deployed
machine learning (ML) models. If the vehicular hardware is not capable of running
the task and the latency requirement is not very strict, the model can be deployed

in cloud infrastructures. In every case, ML models are trained in data centers using
data received from connected vehicles via the mobile network infrastructure, which
raises privacy concerns.

2.1.2 Cross-device Federated Learning

In cross-device FL, clients train a local model for a given number of epochs and
send model updates to a centralized server for aggregation. The server generates a
global model and redistributes it to the clients for the next round. Platforms such

as Flower implement the complete communication and orchestration logic, allowing
developers to de ne custom training procedures. Wanet al. propose FLINT (Fed-
erated Learning Integration), an extension of FedScale that provides tools to handle



limited computing resources and partial client availability [15]. However, FLINT
still restricts training to computationally capable devices, excluding a signi cant
portion of the client population in practice.

2.1.3 Mixed Federated Learning

Given that only a fraction of vehicles in a eet may possess su cient computa-
tional resources, manufacturers face a choice between excluding resource-constrained
clients or centralizing data for training, thereby risking privacy. To address this
tradeo, Google introduced the concept of Mixed Federated Learning (MFL), in
which both clients and servers participate in training [4]. Though initially applied

to language modeling, their approach addresses a similar challenge: low-end smart-
phones lack the resources to join traditional FL, degrading overall model perfor-
mance and generalization. MFL mitigates this by incorporating public data on the
server side to address distribution skew and catastrophic forgetting. However, this
design presumes that server-side data is non-sensitive, an assumption that does not
hold for vehicular applications involving private data.

2.2 Making Learning Con dential

This section focuses on execution environments based on con dential computing for
protecting ML and FL from high-privilege attackers.

2.2.1 Condential Computing Fundamentals

Con dential Computing, before known as Trusted Computing, is a set of technolo-
gies that ensures security through hardware-based features. The initial solution
proposed by the Trusted Computing Group (TCG) was the Trusted Platform Mod-
ule (TPM): a microcontroller that stores keys and executes simple cryptographic
programs in an isolated environment. An evolution of this idea is Trusted Execu-
tion Environments (TEES), which isolate not only data at rest or in transit, but also
while it is being processed. The advantage of using TEE in conjunction with tradi-
tional encryption and authentication mechanisms is the protection against privileged
attackers who control the superuser, the Operating System (OS), or the hypervi-
sor. The main TEE implementation for the ARM architecture is TrustZone, which
is widely adopted for protecting con dential data, such as biometric and nancial
data, in smartphones and IoT devices. For Intel's x86 architecture, the TEE imple-
mentation is Software Guard Extensions (SGX), which is paramount for protecting
con dential data center processing tasks, such as machine learning model training.



Figure 2.1: Intel SGX architecture. All sensitive data is only decrypted inside the
memory dedicated to the enclave, inaccessible even to privileged attackers. The
encryption key is exchanged via attestation, and is sealed at the disk for persistent
storage.

Intel SGX extends the x86 instruction set to allow an application to instantiate
protected regions in the main memory, called enclaves [5]. The instructions that
initialize the enclave in memory compute a hash of its contents at the microarchi-
tecture level, so that no software can change the result of this measurement. No
instruction allows the enclave code to be changed once initialized. Attesting that the
enclave was correctly initialized is a crucial step before transferring data to it. For
this, an enclave attestation mechanism signs the cryptographic measurement with
a platform-speci ¢ key to prove the code's authenticity to a remote entity. This
functionality assumes that Intel provides a secure service for provisioning private
keys for enclaves and verifying the authenticity of the signatures [16]. Enclaves are
typically implemented using a Software Development Kit (SDK) in C/C++, and
compiled into Dynamic-Link Libraries (DLLs) that contain routines called by appli-
cations interested in performing sensitive processing. Access to the memory address
range reserved for the enclave involves security checks by the CPU to ensure code
and data integrity, and also data con dentiality, even when the OS is malicious.
Sensitive data processed by an enclave can be encrypted with a sealing key accessi-
ble only to the enclave before being written to disk [17]. These mechanisms ensure
that sensitive data remains protected throughout its life-cycle, from processing to



Figure 2.2: ARM TrustZone Architecture.

storage, even in the presence of a compromised OS. Figure 2.1 illustrates an SGX
application.
ARM TrustZone separates all hardware and software into a secure world (Trusted

Execution Environment TEE) and a normal world (Rich Execution Environment

REE) [18]. The distinction between secure and insecure modes is made by bit
33 of the Secure Con guration Register (SCR), which can only be modied by a
software called monitor. The secure world contains its own memory address range,
its own input and output device mapping, and its own kernel, denying access from
the normal world, as described in Figure 2.2. TrustZone does not de ne a secure
storage and attestation system by default. The ARM architecture is used by various
manufacturers, and the implementation and availability of these mechanisms vary
from device to device. To ensure a hardware-based Root of Trust (RoT), the device
may provide an OTP (One-Time Programmable) key accessible in the secure world.
If the device lacks this functionality, an alternative is to use a TPM, smart card,
or secure co-processor, in conjunction with TrustZone. Furthermore, to prevent
an attacker from compromising the secure OS, the device must provide a secure
boot mechanism. In other words, the bootloader should calculate a hash of the
TEE kernel and compare it with the expected value stored in a secure persistent
memory.

2.2.2 Condential Machine Learning

Standard cryptographic methods are insu cient to secure data once uploaded to the
cloud. Privileged insiders may access decryption keys or exploit the operating system
to read sensitive data in memory [19]. Advanced approaches such as homomorphic

LThis description of TrustZone is based on ARMvS-A Instruction Set Architecture (ISA) for
SoCs, and can drastically change in other ISAs, specially in ARM-M, for microcontrollers.
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encryption and secure multiparty computation are computationally expensive and
remain impractical for most real-world FL deployments. Researchers have then
proposed con dential computing, which isolates training inside a Trusted Execution
Environment (TEE). These enclaves are attested using signed measurements and
can persist data securely using sealing keys [17]. By delegating model training to a
TEE at the edge, vehicles can achieve privacy guarantees similar to those of local
training without overburdening onboard computing resources.

The use of enclaves during training in remote platforms ensures the privacy of
sensitive data, such as images or voice from drivers, passengers, and road users
(pedestrian, motorcyclists). Moreover, con dential computing can also be used to
ensure privacy from the perspective of the manufacture. Turtiainen proposes the use
of enclaves at the client side for protecting the intellectual property (IP) of models
during inference [20]. This thesis focus on user's perspective privacy.

2.2.3 Condential Federated Learning

Even if TEEs can protect client data in the cloud, full centralization introduces
practical concerns. From the manufacturer's perspective, infrastructure costs and
energy consumption scale poorly. From the client's side, transmitting data to the
cloud incurs communication costs and may require summarization, losing critical
personalization signals. In many cases, richer data is needed to attain high model
performance, key to user acceptance of FL. A hybrid approach that distributes train-
ing between cloud TEEs and hardware-rich vehicles thus becomes appealing. Cai
et al. demonstrate that using multiple enclaves can improve computational per-
formance by reducing CPU and memory bottlenecks [6]. However, their solution
assumes all enclaves operate within the same centralized cloud infrastructure and
does not consider cost factors (CAPEX/OPEX) from the manufacturer's perspec-
tive. Other works, such as Caselét al. [21], show that SGX imposes signi cant
overhead on deep models when used in the OpenFL platform. Kuznetssival. [22]
protect both the server and clients using SGX and ARM TrustZone, respectively,
isolating model aggregation and neural network nal layers within TEES to mitigate
white-box adversarial attacks.

2.2.4 Adversarial Attacks and Collateral Solutions

Previous work on the literature developed methods for attackers to invert user's
data in ML and FL just by having access to parameters (white-box) or model in-
puts/outputs (black-box) [10]. Although running the entirety of training and aggre-
gation procedures within TEES increases FL resilience to such inversion attacks, it is
not realistic to assume that all hardware, from clients to the cloud, will be equipped
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with con dential computing capabilities. Di erential Privacy (DP) adds noise to
model parameters to reduce the e cacy of model inversion [23]. However, there is
a trade-o between model performance on the nal task and privacy level (noise
strength), making the adjustment of DP parameters a relevant research topic [24].
Alternatively, homomorphic encryption allows operations to be performed over en-
crypted data, at the cost of prohibitive overhead in deep learning models used in
recent computer vision and temporal prediction applications [25]. This work does
not focus on solving inversion attacks, although the proposal is compatible with
collateral solutions that can be incorporated into future work.

2.3 Communication and Fault-Tolerance

This section describes how challenges common to distributed systems in general
aect FL.

2.3.1 Communication-E cient Federated Learning

In vehicular FL, clients often rely on expensive mobile data plans, motivating re-
search into communication-e cient FL. Yet, few works explicitly examine the im-
pact of transport and application-layer protocols on FL performance. FedComm [26]
evaluates di erent protocol stacks (UDP, TCP, gRPC/HTTP2) in 3G, 4G, and Wi-

Fi scenarios. While UDP enables faster transmission, it su ers from packet loss
in unreliable networks, preventing model convergence. By contrast, most popular
frameworks like Flower adopt TCP-based stacks with gRPC, which are less e cient
in low-connectivity scenarios.

2.3.2 Disconnection-Tolerant Federated Learning

FL frameworks generally assume a state machine in which clients maintain contin-
uous connections to the server. We refer to this behavior &iscard Disconnected
Devices (D3). In this approach, if a client disconnects mid-training, it must re-
establish a connection and start over, discarding prior training progress. Figure 2.3
illustrates an implementation of this model in Flower framework. Each round is di-
vided into a training phase, in which the model is broadcast (messatyain ) so that
clients can train on their local data and send the parameters (messagadate) to be
aggregated on the server. This training phase is followed by an evaluation phase, in
which the model is broadcast (messag®valuate so that clients can evaluate it with
test data and send the metric (messaggpdate) to the server to compute an average
performance. If the number of clients that connect to the server through thpin
message does not reach a minimum, the server does not proceed to the next phase.
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Figure 2.3: Flower FL steps with D3 model.

There are also optional server-side timeout mechanisms that stop waiting after a
speci ed limit. When a client's TCP connection is dropped, the server does not
consider that client's contributions, even if it reconnects immediately afterward. At
the next connection {oin), by default, the client receives the most up-to-date copy of
the model and overwrites any locally trained model. This procedure severely limits
the deployment in mobile networks, where transient connectivity is the norm. Thus,
server-side fault tolerance mechanisms are needed to gracefully handle client churn
and disconnections. The main solution proposed by the academic community is
asynchronous aggregation, which often comes at the cost of slower convergence [27].

2.4 Federated Learning-as-a-Service

FL operations include code development, deployment to selected compatible clients,
and automated decision-making based on monitoring. Some works in the literature
propose tools for reducing human management overhead. Moehal. implement
FedOps for managing the Continuous Development and Integration (CI/CD) of
resulting FL models [28].

Breaking a monolithic code into microservices, typically deployed as containers,
facilitates modi cations and maintenance. By bringing this concept to FL, Micro-
FL enhances FL scalability and fault tolerance of a single FL task using Docker and
Kubernetes [29]. FLIP (FL Interactive Platform) adds layers on top of Flower for
deploying tasks as Docker containers, assuming the management node has uninter-
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rupted access to clients [30].

FL deployments are highly dynamic since: i) new clients may appear and ii)
training strategies may be changed by specialists, justifying work on Over-the-Air
transference of client code. Huedet al. distribute virtual machines for FL clients
in geo-distributed edge infrastructures, without considering the need for real-time
updates [31]. Chahouckt al. deploy new clients in Docker containers on-the- y [32].
Since selecting the most adequate clients can be a very hard task, the authors also
proposed using Genetic Algorithms and Reinforcement Learning [33, 34]. FLScalize,
by Yang et al., uses GitHub for updating modi cations at client and server codes
during continuous deployment [35].

2.5 Proposal: MCFL + AGATA

Unlike previous work, this work addresses: i) the need to o oad high volumes of
private data from hardware-limited vehicular clients, ii) the challenge of operating

under unreliable network conditions, and iii) the need for automating the trans-

ference and exchange of multiple FL tasks to appropriate clients. Thus, this work
comprises two main subsystems:

A

Mixed Con dential Federated Learning (MCFL): a framework that enables pri-
vate, cost-a ordable, and fault-tolerant FL deployment for solving the afore-
mentioned challenges (i) and (ii). Traditional FL and centralized learning
are insu cient to satisfy the combined requirements of privacy preservation,
computational heterogeneity, and communication e ciency.

Architecture for Automatic Management of FL Tasks (AGATA): an architec-
ture for making FL viable in scenarios where there is a need to dynamically test
multiple tasks and parameters in real-time, solving the challenge (iii). Tools
such as Flower are not suitable for production, since they assume that clients
already have access to code, and that hyperparameters and client selection
criteria have already been de ned.

Table 2.1 compares the most relevant traditional strategies with the strategy
proposed in this work, considering the following criteria:

" C1: low cost;
" C2: client coverage and data availability;

" C3: privacy preservation;

" C4: resilience to faults and unreliable network conditions;
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" C5: automation in the deployment of multiple tasks for models and hyperpa-
rameters experimentation.

Table 2.1: Comparison between MCFL+AGATA and other state-of-the-art ap-
proaches.

Strategy C1 Cc2 C3 ca C5
Centralized Learning X X X
Federated Leanring X X

Mixed Federated Learning [4] X X

Con dential Machine Learning X X X X
Con dential Federated Learn- | X X

ing [6, 21, 22]

This work X X X X X
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Chapter 3

Mixed Con dential Federated
Learning

This chapter introduces the MCFL architecture and implementation.

3.1 MCFL Design Goals

This section outlines the security, connectivity, and execution-environment require-
ments that the proposed MCFL architecture must meet.

3.1.1 Security

The architecture must ensure the con dentiality and integrity of user data at all
stages: on client devices, during transmission, and at the server. Additionally, it
must guarantee that the training task being executed matches the one agreed upon
by the clients, ensuring transparency regarding the intended use of users' data. The
system assumes a strong adversarial model in which an attacker may gain root
access to cloud servers, including control over the hypervisor and operating system.
This threat model re ects scenarios in which a malicious insider or privileged user
compromises the cloud infrastructure. Two critical attack vectors arise under this
assumption:

A

unauthorized data access: the attacker may attempt to extract sensitive in-
formation by inspecting memory or les belonging to other processes during
training;

model tampering and misuse: the attacker may interfere with the FL training
by sending forged models to clients (violating task agreement) or exploiting
received updates from a speci c client to infer private information.

Physical and side-channel attacks are considered out of scope for the thesis [36].
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3.1.2 Connectivity and resilience

ML and FL rely on regular communication for exchanging data or model updates.
However, vehicular communication over 4G/5G is frequently disrupted by mobility-
induced challenges such as signal shadowing, variable bandwidth, and high packet
loss rates [26, 37]. In such environments, clients may disconnect unexpectedly and
fail to reconnect. Standard FL approaches face a trade-o in this context:

" wait for reconnection, risking unacceptable latency;

" discard straggler updates, wasting client-side computation and energy;

A

resort to asynchronous aggregation, often at the cost of degraded convergence.

Thus, the architecture must incorporate protocols that (i) reduce the likelihood
of wasted local training and (ii) improve connection robustness and e ciency during
model uploads, especially under lossy or intermittent links.

3.1.3 Computational infrastructure

The architecture must account for the heterogeneity of execution environments
across vehicles. While future vehicles will probably be equipped with su cient
resources, to support local model training, most mainstream vehicles lack these
requirements. The requisites for vehicular FL include embedded CPU or GPU asso-
ciated with su cient RAM, high-capacity persistent storage, external connectivity
with Wi-Fi and 4G/5G networks, and embedded sensors connected with a high-speed
CAN. Since almost all vehicles lack the rst two requirements, these constrained
clients are unable to participate directly in the training process. In contrast, servers
located in the cloud, at the network edge, or in fog infrastructure, potentially op-
erated by third parties, o er signi cantly greater processing capacity and can serve
as alternative execution environments for training tasks.

3.2 MCFL Architecture

This section details the design choices of the proposed MCFL architecture in terms
of components (3.2.4), execution model (3.2.5), and network protocols ( 3.2.6), fol-
lowing the requirements described in the previous section.

3.2.1 Architecture overview

Figure 3.1 presents the MCFL architecture, composed of four main components:
computationally-powerful clients, computationally-limited clients, an aggregation
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Figure 3.1: Proposed Mixed Con dential Federated Learning (MCFL) framework.

server, and one or more training servers. In each FL round, the aggregation server
distributes the global model to both computationally-powerful clients and selected
training servers. Powerful clients perform local training using their private data.
In contrast, constrained clients upload their local data to training servers, which
execute the training process within Trusted Execution Environments (TEES) to
ensure con dentiality and integrity, even in the presence of privileged attackers on
the server side. This o oading mechanism addresses heterogeneity in vehicular
computing capabilities while maintaining strong privacy guarantees. Once training
completes, the model updates are securely returned to the aggregation server, which
performs the aggregation step inside an enclave to ensure result veri ability. TEES
are authenticated through remote attestation protocols based on the Elliptic Curve
Di e-Hellman Key Exchange (EC-DHKE) [16], and all persistent data and model
checkpoints must be sealed with encryption keys that are only accessible from within
the enclave.

3.2.2 Distribution-Centralization Trade-o s

Figure 3.2 illustrates the exibility of MCFL in distributing training workloads.
In Figure 3.2a, the training process is fully centralized at the server side. While
this simpli es management, it may require costly infrastructure upgrades to handle
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the entire volume of vehicular data. Figure 3.2b depicts a fully decentralized set-
ting where only computationally-powerful vehicles participate in training, and the
server acts solely as an aggregator. Although this reduces infrastructure costs, it
excludes constrained vehicles, reducing data diversity and potentially harming con-
vergence. Since the majority of modern vehicles are computationally limited, FL
eliminates the majority of the clients from the training. Finally, Figure 3.2c high-
lights the core advantage of MCFL: hybrid training across clients and servers. This
approach increases participation by including constrained vehicles and reduces the
need for high-capacity cloud infrastructure. Moreover, MCFL supports elastic scal-
ing, enabling system administrators to dynamically shift workloads among clients,
fog nodes, and cloud servers. This adaptability makes MCFL suitable for diverse
deployment scenarios, supporting advanced training policies that align with business
or operational goals.

3.2.3 Advantages of Not Using TEE in Vehicles

We could also consider the possibility of running powerful clients on top of TEE-
capable devices. That way, the model parameters would also be protected from
client-side attacks that harms the task performance. This possibility also increases
the system security, since black-box access to the model reduces the chances of model
inversion attacks, in which clients try to reconstruct training samples from other
user's using solely the trained parameters [38, 39]. However, demanding powerful
clients to be equipped with a TEE-capable device can limit the scale of real-world
FL deployments. Con dential computing hardware capable of performing ML pro-
cessing is typically dedicated to data-centers nowadays. It is bene cial to relax the
requirement that these powerful vehicles must be TEE-equipped to bring FL to
many more devices.

We rely on collateral solutions to harden against these attacks, such as di er-
ential privacy, which adds noise to the model parameters sent from each client.
Previous works show that even small perturbations to model parameters can ruin
the chances of a successful attack without harming model accuracy. Then, although
model inversion attacks are still possible even with noisy or black-box parameters,
triggering them becomes considerably more di cult. The model aggregation itself
acts as a form of noise addition to parameters that drastically reduces the feasibility
of such attacks [40]. Therefore, attackers are unlikely to invert samples from the
aggregated model received from the server.
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(a) Server is not capable of (b) Clients 2, 4, and 5 is not (c) Both clients and server
processing all the data. capable of training the model. collaborate in an optimized
manner.

Figure 3.2: The processing capacity is represented by a cylinder, and the level of pro-
cessing available is represented by the blue color lling the cylinder. MCFL expands
the space of possibilities for model training, enabling a more exible allocation of
processing resources.

3.2.4 Software modules

The MCFL framework is organized into four software modules, illustrated in Fig-
ure 3.3:

Federated Learning Worker (FLW): executes local model training;

Federated Learning Client Interface (FLCI): exchanges model parameters be-
tween the client and the aggregation server;

Federated Learning Aggregator (FLA): implements the aggregation logic to
combine model updates from clients or training servers;

Federated Learning Server Interface (FLSI): manages communication of model
parameters between the aggregation server and training nodes.

Computationally-powerful clients and training servers concurrently execute mod-
ules FLW and FLCI, while the aggregation server concurrently runs modules FLA
and FLSI. The communication interfaces (FLCI and FLSI) are decoupled from the
training and aggregation logic, allowing protocol adaptations or upgrades without
impacting the core FL operations. Despite not represented in Figure 3.3, limited
clients participates in the architecture by simply sending their data to the training
server.

3.2.5 Disconnection-Tolerant Execution Model

We replace theDiscard Disconnected DevicegD3) execution model, described in
Section 2.3.1, with a novel Disconnection-Tolerant (DT) execution model, whose
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Figure 3.3. MCFL architecture.

nite state machines (FSMs) are illustrated in Figure A.1. Each transition in the
FSM is labeled as A/B, where action A triggers a state change and B represents
the resulting response or action. The DT execution begins when the Federated
Learning Client Interface (FLCI) sends a@PULL_ROUND_INEQuest to the Federated
Learning Server Interface (FLSI) to obtain information about the current training
round, including a unique client ID. If this is the client's rst message, the server
registers the 1D, maintaining a list of participating clients. The server responds with
a ROUND_INF@essage containing the current round index and the total number of
planned rounds, enabling the client to know in advance when to nish training.
If the server's round index is ahead of the client's local round, the client must
synchronize by downloading the latest global model. To do so, the FLCI issues
a PULL_MODHEtquest to retrieve the updated model from the aggregated model
storage (Figure 3.3). This model replaces the client's local model and is written into
the input model bu er.

During training, the Federated Learning Worker (FLW) writes the locally up-
dated model into an output model bu er, ensuring that progress is not lost if the
vehicle is turned o, thereby avoiding unnecessary retraining and energy waste.
When training completes, the FLCI sends the updated model to the FLSI using a
PUSH_MODfEEssage. The server writes the received model into the partial model
storage, where it remains until the Federated Learning Aggregator (FLA) has col-
lected models from all clients. At that point, the FLA aggregates the updates and
writes the new global model to the aggregated model storage. Unlike D3, the DT
model allows clients to disconnect during training. All communication is client-
initiated, and the server only replies upon receiving explicit requests. The server
never pushes updates to clients.
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Upon publishing a new global model, the FLA starts a round timer in a sep-
arate thread. This countdown timer is decremented every second, with its value
periodically written to disk. If the timer expires before all models are received,
the FLA aggregates the partial models that were collected and proceeds to the next
round. The timer is canceled early if all registered clients submit their updates. The
ROUND_ INF@essage includes the remaining time for the current round (read from
disk). Thus, by periodically polling the server withPULL_ROUND _INE@ FLCI
can estimate how much time remains. If the time falls below a prede ned threshold,
the FLCI signals the FLW to terminate the current epoch early. This mechanism,
called Prior Notice with Adaptive Epochs PNALE ensures that slow clients con-
tribute partial results rather than being ignored entirely, addressing the starvation
issue in D3 models like that of Flower, and reducing wasted computation. If a client
reconnects after the server has already advanced to a new round, the FLCI detects
this by comparing the received round index irROUND_ INK@Xh its local round. In
this case, it downloads the new global model and sendsS¥NGignal to the FLW,
instructing it to discard the stale model and restart training from the new round.

3.2.6 Network Protocols

The messages described in Subsection 3.2.5 can be implemented using di erent net-
work protocols. A straightforward approach is to mapPULLand PUSHbperations

to HTTP GETand POSTnethods, respectively. At the transport layer, each HTTP
request requires the client to establish a new TCP connection, which inherently
supports resilience to disconnections by design. However, in vehicular scenarios,
where client-server connectivity is intermittent and short-lived, TCP's handshake
and small initial congestion window can signi cantly limit the amount of data ex-
changed during short connection windows. These characteristics hinder the oppor-
tunistic transmission of data in mobile environments. To address these limitations,
we propose a lightweight and e cient transport protocol named Federated UDP
Bursts (FUB), inspired by techniques used in over-the-air (OTA) software updates.

In FUB, once the client contacts the server with a request, the server immediately
transmits a burst of UDP packets. The rst packet announces the total number of
packets in the burst, and each subsequent packet carries a unique sequence number
to support reordering at the client side. If any packets are missing after a prede ned
timeout period T, the client retransmits a request for the missing packets. Instead
of using go-back-N retransmission, FUB adopts a selective retransmission, which,
despite its higher complexity, is paramount for reducing the number of bytes trans-
mitted. Yet, T is adjusted as a hyperparameter instead of real-time RTT estimation
based on ACKs, as in TCP. Figure 3.5 illustrates the operation of FUB. Information
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(a) FLSI (b) FLA

(c) FLCI (d) FLW

Figure 3.4: Server (a and b) and client (c and d) state diagrams for Disconnection-
Tolerant (DT) execution model.

about FUB state-machines and detailed experiments for evaluating the in uence of
the timer can be found in Appendix A.

3.3 MCFL Implementation

This section presents the implementation details of MCFL. Subsection 3.3.1 dis-
cusses the development challenges of building applications that operate within se-
cure enclaves. Subsection 3.3.2 describes the performance overheads associated with
enclave execution and outlines our optimization strategies. Finally, we explain how
our architecture addresses these challenges while remaining compatible with popular
machine learning and communication frameworks.
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Figure 3.5: PULL_MODHEhessage using FUB. The model is fragmented into 100
blocks, and the client uses the index to identify lost and out-of-order blocks.

3.3.1 SGX Development Challenges

Applications must be adapted to use Intel SGX instructions, typically exposed via
C/C++ libraries, which introduces considerable development overhead, especially
for complex systems such as ML/FL-based applications. To alleviate this overhead,
we employ Gramine-SGX [41], a library OS that simpli es porting unmodi ed ap-
plications, including the Python interpreter and its ML/FL libraries, into enclaves.
Gramine-SGX achieves this by embedding a minimal OS layer inside the enclave, en-
abling applications to run without requiring source-level modi cations, as presented
in Figure 3.6. Since SGX enclaves cannot perform 1/0O or system calls directly,
Gramine-SGX forwards operations such as le system and network access to the
untrusted host OS. These interactions are secured using encryption and integrity
checks. For example, encrypted le descriptors and network sockets are veried
against expected hashes speci ed in a manifest le provided by the developer. This
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Figure 3.6: Gramine-SGX architecture abstracts the enclave from the application
developer by o ering library layers. These layers permit application developers to
transparently handle enclave entries and exits, and cryptographic operations.

manifest also de nes which les should be encrypted and authenticated at enclave
initialization. Additionally, Gramine o ers a component called Gramine-Direct,
which runs the library OS outside enclaves, aiding development and debugging. Al-
though Gramine-SGX provides a lighter-weight alternative to full containerization
(e.g., Docker), enclave startup time can still be signi cant. This is primarily due
to the memory copying of protected pages and the hash veri cation of input les
required during initialization.

3.3.2 SGX Performance Challenges

Enclave execution introduces non-negligible performance overheads, primarily due to
transitions between trusted and untrusted execution contexts. Speci cally, ECALLsS
(calls from untrusted code into the enclave) and OCALLSs (calls from enclave code
to untrusted code) incur overhead due to memory copying between untrusted and
enclave memory regions [42]. Additionally, hardware constraints exacerbate perfor-
mance issues. For instance, many Intel Skylake processors limit the Enclave Page
Cache (EPC) to 128MB. When the enclave memory exceeds this threshold, pages
are evicted to untrusted memory in encrypted form. Retrieving these evicted pages
introduces further latency due to the required decryption and memory management
overhead.
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To better understand the impact of SGX utilization, we conducted a preliminary
experiment to isolate the performance penalties introduced by SGX and Gramine
virtualization across compute, memory, and disk operation'sWe measured the ex-
ecution time of a Python script that: (i) creates a randomN N matrix A; (ii)
writes it to disk; (i) reads it back; (iv) computes ATA, a representative opera-
tion in ML workloads; and (v) deletes the le. The size in bytes used for storing
data in memory by the program is +2 N? 4, since it stores 2 matricesA and
ATA), each with N2 elements represented as single-precision oating-point number
in IEEE 754 standard, with 32 bits (4 bytes). is the memory occupied by the
remainder of the program, which becomes negligible for big values. As shown in
Figure 3.7, the total execution time increases signi cantly whei > 4096 since the
software exceeds the EPC limit (+2 4096 4= +128MB > 128VB). Further-
more, Gramine-SGX adds substantial latency during both startup and termination,
primarily due to memory allocation and le hash veri cation routines required for
enclave initialization. These results underscore the importance of minimizing en-
clave restarts and maintaining long-running processes in memory to mitigate the
SGX-related overhead.

3.3.3 Porting MCFL to Gramine

Adapting MCFL to run within the Gramine framework requires addressing the fol-
lowing challenges:

1. reducing the memory footprint of enclave code and data to optimize perfor-
mance on resource-constrained devices with limited EPC capacity;

2. minimizing the frequency of system calls made from within the enclave, which
are costly due to context switching and 1/O restrictions;

3. handling system calls related to OS signals, process control, and le locking,
which are restricted or unsupported in Gramine for security reasons.

To mitigate these issues, we modularize both client and server components by
decoupling the functional logic (FLW and FLA) from the communication interfaces
(FLCI and FLSI). The FLW and FLA modules, which encapsulate training and
aggregation logic, respectively, are executed within Gramine enclaves. These com-
ponents are implemented using PyTorch, which is compatible with Gramine and
well-suited for secure model operations. Conversely, communication modules (FLCI
and FLSI) are executed outside the enclave. This design reduces enclave memory
consumption and allows the use of external libraries incompatible with Gramine,

1System speci cations are detailed in Chapter 5.
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(b)

(c)
Figure 3.7: Overhead (in seconds) introduced by Gramine and SGX for 1/0 and
processing operations over a matrix of ordeM .

such as Flask and Requests for HTTP/1.1, without requiring source code modi ca-
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tions. As described in Subsection 3.2.5, communication accounts for the majority
of 1/0 operations, which occur periodically. O oading this logic outside the en-
clave signi cantly reduces the number of enclave system calls, thereby improving
performance. To address the lack of OS signal support in Gramine, we developed a
lightweight signaling mechanism that uses les for inter-process noti cation. Signal
emission is implemented by writing a ag to a le, while detection involves polling
this le. This mechanism enables FLCI to triggerPNAENnd SYNGignals toward an
FLW process running inside the enclave.
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Chapter 4

Automatic Management of Multiple
Federated Learning Tasks

This chapter describes the AGATA architecture and implementation.

4.1 AGATA Architecture

The architecture uses microservices to implement di erent functionalities, as pre-
sented in Figure 4.1. The embedded environment, running in a vehicle's on-board
computer or in another mobile device, and the cloud environment communicate via
the Internet. Communication between microservices in the same environment occurs
through a broker. Each microservice allocates some queues in the broker through
which it receives messages.

Microservices publish messages in a queue, which are only consumed by other
microservices. This publish-subscribe approach allows asynchronous communica-
tion, that is, an interrupted microservice does not lose messages sent to it, since it
consumes the enqueued messages upon restarting, providing fault tolerance. The
goal of message exchange is to enable Remote Procedure Calls (RPC), in which
a microservice invokes the execution of a function in another microservice. Each
queue consumed by a microservice corresponds to a function that it executes, and
the messages received in this queue contain the arguments for that function call.
The caller creates an ephemeral queue only for receiving the function return.

Some RPC messages sent to the client broker must be forward to microservices
in cloud using gateways at both client and server. These microservices provide
access for the applications to communicate with the rest of the architecture in both
environments. The client IP address can change due to DHCP (Dynamic Host
Con guration Protocol) or even not be accessible by the cloud due to NAT (Network
Address Translation). Thus, only the embedded device acts as a web client, while
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Figure 4.1: The blue rectangles illustrate the implemented microservices. The ar-
rows represent the communication interfaces. The embedded environment is a device
that communicates with the cloud server over the Internet.

the cloud server only accepts connections opened from the client side and sends
responses to requests. The pink interface in Figure 4.1 executes the transference of
task resources downloaded by the clients.

Table 4.1 enumerates some RPC functions for implementing the functionalities of
the clout task manager microservice. The role of each microservice in the embedded
environment is described as follows:

1. Embedded task manager : updates client manager with statistics, re-
guests the compatible FL tasks for the client, downloads the corresponding
training resources, keeps track of local changes in the client's statistics, and
starts/ nishes the participation in a task.

2. Data sources : send data and labels for the embedded task manager.

3. Inference service for app : keeps inference resources (codes and con gu-
ration les) for tasks that are ready to be used by other applications. The
architecture is agnostic in terms of the inference resources and provides sup-
port for deploying innovative Al services, assuming that the embedded device
has enough computing resources.

4. Client application : includes other software that interacts with the architec-
ture. This software use the results of the inferences generated by the models
running in the aforementioned inference service microservice.

In the cloud environment, the microservices with their respective functionalities are:
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Table 4.1: Important RPC functions in cloud task manager microservice. When
omitted, the return is an "ok" or error message.

Function Arguemnts Return
create_task id, select_crit, tags, llm_chat_id, pri-
ority
start_task id
client_request_task user_id list{download_urls,version]
update_task id
stop_task id
handle_error_task id, error_msg_from_task
handle_finish_task id
handle_error_report id,user_id,error_msg_from_task

1. Cloud task manager : queries information from client manager, responds
tasks requests from clients, and starts/ nishes tasks upon operator commands.
The stored task information includes the execution state (running or not),
keywords for search, priority level (0-4), a selection criteria (boolean expres-
sion, e.g."camera” in sensors and "num_data" > 30), a version (@lphafor
tasks under internal tests,deployfor tasks being trained, andnished for tasks
that already generated a model for being used by applications), and possible
error reports. Since this is the most important microservice in the architecture,
its functionalities are presented in Table 4.1.

2. Task les repository : provides task resources for clients to download.

3. Cloud inference : initializes processes for performing inference upon receiv-
ing data from clients. This is an interesting alternative for applications in
which: i) models are too complex, ii) data is not sensitive, iii) the transfer-
ence demands too much bandwidth, and iv) the latency for inference needs to
be low. However, it is interesting to notice that other technologies, such as
con dential computing, need to be used for keeping privacy. The decision of
whether the model is deployed at the cloud or at the client is in charge of the
operator, since the architecture supports both mechanisms.

4. Clients manager : registers updates with clients' statistics and o ers this
information to the cloud task manager once requested. Clients' information
includes access-control credentials, device speci cation, data quantity, average
accuracy along last tasks, and number of disconnections during a task.

5. Management interface/application . oers a command-line (CLI) or
graphical (GUI) interface for the operator to send commands for managing
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Figure 4.2: Vertical lines represent the timeline, from top to bottom. While contin-
uous arrows illustrates RPCs, dashed arrows indicate return messages (omitted if it
IS just a con rmation).

tasks, as well as making the resulting models and other inference resources
available for usage by applications.

Figure 4.2 presents a sequence diagram of a task management in AGATA. The
database symbol is used every time an invoked RPC manipulates the database. The
following colors are used for messages: green for messages between microservices
inside the same environment through the broker, blue for messages between di erent
environments that pass through the gateways in addition to the brokers, purple
for messages between the user and the microservices and pink for messages in the
download interface. The numbers correspond to the following steps:

1. The operator creates a new task with a unique ID, so that the cloud task
manager llIs the task DB elds.

2. The operator starts a task informing its ID, so that the cloud task manager
starts a FL server.

3. The embedded task manager sends updates of its statistics in every startup or
local change. These are stored in the clients manager DB.

4. The embedded task manager periodically asks for available tasks in the task
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DB. Then, the cloud task manager checks which tasks the client is compatible
with and returns a list of tasks sorted from higher to lower priority.

. The client executes a task according to the following policy. If any task is
being executed, the client iterates over the list and runs the rst task that did
not cause any prior error. If such task does not exist, it does not execute any
task (scenario not presented in the diagram). This allows the client to avoid
repeatably running a task that is causing errors on its device.

. The embedded task manager downloads the task training resources from the
tasks repository.

. The embedded task manager starts a FL client, which connects to the FL
server for starting the training procedure. At the end of each round, the
FL client sends a message to the embedded task manager with its updated
statistics to be locally stored.

. Once the FL client nishes, it sends a message to the embedded task manager
indicating its termination with success or with a corresponding error. The
embedded task manager must keep track of the tasks that caused errors for
the running policy, described in Step 5.

. The embedded task manager can send an error report to the cloud task man-
ager. This can be used to take automatic actions, such as nishing current
tasks and starting a new task with modi ed parameters. For preventing com-
munication overload due to a large number of clients sending error reports, only
some devices selected for testing can report their errors. The infrastructure
can use virtual machines (VMs) or a pool of physical devices for performing
tests before putting the task into production.

4.2 AGATA Implementation and Usage

The brokers were implemented using RabbitMQ, and the Python library Pika is
used to interact with the broker using AMQP (Advanced Messaging Queuing Pro-
tocol) [43]. AMQP payload can have arbitrary format, so the chosen format was
JSON (JavaScript Object Notation). All microservices implement a well de ned
API, in which message elds are formally speci ed using JSON schemas. For facil-
itating the transmission of JSON messages through the broker for RPC, a Python
library called Microservice Interconnect (MI) was implemented on top of pika. The
library is encapsulated in another GitHub repository, which is imported by the main
AGATA repository as a Git submodule. The library can be installed separately from
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the rest of the system using PIP, which is the main packet distribution and installa-
tion tool for Python. This facilitates the standalone usage of this library for other
projects.

The Python Flask framework was used as an HTTPS (Hypertext Transfer Pro-
tocol Secure) server for the gateways and the task les repository, while Python
Requests library was used at the client-side. The communication with the cloud
gateway follows the well-documented REST (Representational State Transfer) API
paradigm. Both clients and tasks databases at the cloud are implemented using
SQLite3 3 [44].

All microservices, as well as the brokers, were implemented using isolated Docker
containers. Docker Compose was used to coordinate the containers execution based
on a con guration le for the client and another for the server. The library python-
on-whales was used within embedded/cloud task manager for procedurally building
and starting a new container for running a client/server task. The functionalities of
starting and nishing tasks were encapsulated in another standalone library, called
FTDL (Federated Task Daemon Library), installable with PIP. The design choices
for these tools were mainly motivated by the wide availability of pre-existing and
well documented examples on the Internet.

The following directory structure is necessary for running a task:

task_|[id]
| server/
Dockerfile (config container build)
requirements.txt (list of Python libraries)
compose.yaml (define macros such as paths and IP/ports)
server.py (main code)

task.py (contains functions made by dev)

| client/

Dockerfile (config container build)

requirements.txt (list of Python libraries)

compose.yaml (define macros such as paths and IP/ports)
client.py (main code)

task.py (contains functions made by dev)

For interacting with the system, the developer needs to write some functions
(model load_data, train , test , get_weights , and set_weights ) and runs a script
for con guring the task ID and server port. The architecture is exible in terms
of the FL client and server implementation for a given task. The task built for
exemplifying, testing, and experimenting uses Flower framework to coordinate the
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model's parameters transference via a gRPC (RPC implementation from Google)
interface, as well as the parameter aggregation. PyTorch was used for training
a neural network model for an image classi cation task, and the data is accessed
through a host directory, mounted inside the container. The OTA transfer of training
resources (codes and con guration les) to the clients in production simpli es the
development of new applications that deal with data in new formats.

There are three implementations of the basic interface.

The rst one is a Python library called AGATA CloudAPI, which can be used to
build arbitrary scripts or applications to procedurally interact with the rest of the
architecture. The library o ers a class with methods that wraps the functionality of
building and sending HTTP messages to the cloud gateway, following the prede ned
REST API. These methods allow developers to trigger task management operations
in AGATA without dealing with the underlying architecture complexity.

The second basic interface is a command-line interface (CLI), implemented in
Python on top of the AGATA CloudAPI. The CLI executable is installed together
with the library using PIP.

Last, but not least, a web interface was implemented using HTML (Hypertext
Transfer Language), CSS (Cascading Style-sheet), and JavaScript for the frontend,
and the Python http-server library for the backend. Figure 4.2 presents some screen-
shots of the graphical user interface in a web browser. The web server is implemented
in a container separated from the cloud gateway for improving modularity. Through
a mechanism called CORS(Cross-Origin Resource Shariny) the server indicates in
the JavaScript code transferred to the client the IP address and port of the cloud
gateway. Some clients' interactions trigger the browser to send HTTP requests
directly to the cloud gateway, following the REST API.
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Chapter 5
Experiments and Results

This chapter presents the results for both MCFL (Section 5.1) and AGATA (Sec-
tion 5.2).

Our experiments use two identical SGX-compatible physical machines equipped
with Intel i9-10900 CPUs (2.80 GHz), 32GB of RAM, and 20 threads. These ma-
chines were the same as those in the preliminary evaluation described in Subsec-
tion 3.3.2 (see Figure 3.7). The enclave memory available on this processor is limited
to 128 MB, which imposes signi cant constraints on training tasks compared with
datacenter-grade hardware. Times were measured exclusively on the two physical
SGX-enabled machines. Virtual Machines were used solely to emulate additional
FL clients when needed. All experimental results are reported with 95% con dence
intervals.

5.1 MCFL Performance

The experimental evaluation of MCFL, presented in this section, has the following
goals: i) verify the time overhead introduced by enclaves, ii) con rm that MCFL in-
creases model performance by incorporating limited vehicles in the training, iii) com-
pare FUB with baseline network protocols, and iv) evaluate the in uence of SYNC
and PNAE mechanisms, introduced by the design of the Disconnection-Tolerant
(DT) Finite-State Machine (FSM), in computational e ciency and training time.

5.1.1 Time Overhead

The rst experiment evaluates the time taken by each step in a full MCFL training
and aggregation round with two clients, using the HTTP/1.1 protocol. Details on the
model architecture and training con guration are provided in Table 5.1. Table 5.2
presents the mean and standard deviation (in milliseconds) over ten rounds. The
baremetal column shows the baseline execution without Gramine, while the other
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Table 5.1: Neural network training setup.

Output layer
Learning rate
Local epochs
Global rounds
Optimizer
Loss function
Batch size
ML task
Dataset

Parameter Value
Input layer 784 Linear/RelLU perceptrons
Hidden layer 200 Linear/RelLU perceptrons

Training samples (client) 750 batchesO 32 = 24k samples
Testing samples (server) 188 batchesD 32 6k samples
Aggregation algorithm FedAvg

10 Linear perceptrons
0.05

3

10

SGD

Cross entropy

32

Digit classi cation
MNIST (28x28 images)

Table 5.2: Execution times (in ms) for each step in an MCFL FL round.

Task | Baremetal | Gramine-Direct | Gramine-SGX
Client times
Training (FLW) 13363.1+ 0.1 15995.3+ 0.1 130521.0+ 0.1
Testing (FLW) 1054.3+ 0.3 1218.1+ 0.3 4441.36+ 0.07
Loading (FLW) 25+ 1 17.5+ 0.6 35.0+ 1.0
Dumping (FLW) 33.7+ 0.9 355+ 1 85.1+ 0.7
Upload (FLCI) 1277.8+ 0.8 1276.7+ 0.7 1283.5+ 0.3
Server times
Aggregating (FLA) 0.55+ 0.02 0.67+ 0.03 20+ 0.3
Testing (FLA) 1680+ 10 2050+ 5 2089+ 15
Loading (FLA) 18+ 1 17.3+ 0.8 29+ 7
Dumping (FLA) 32.0+ 0.9 34+ 1 40+ 2
Download (FLSI) 1260+ 2 1283.9+ 0.3 1291.5+ 0.3
Total round time 18814 21873 139768

two columns illustrate the overhead introduced by the Gramine library OS and the

SGX enclave.

In Table 5.2, loading refers to the time taken by FLW and FLA to read and
decrypt the model from disk, while dumping captures the time spent encrypting
and writing the model back to disk. SGX introduces an overhead ranging from 18%
to 157% for these operations, due to the need for system calls to perform 1/0O within
enclaves. However, these steps account for only a small fraction of the total round
time and are therefore not critical for performance. The upload and download times
remain largely una ected by Gramine and SGX, as they are measured at FLCI
and FLSI, which run outside the enclave. The aggregation time is minimal due to
the small number of clients, but this time is expected to increase linearly with the
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Figure 5.1. Model accuracy convergence in MCFL.

number of participants, in the worst case.

Overall, training time dominates the total round duration, followed by testing
time. The Gramine library OS alone increases training and testing times by 20% and
16%, respectively. SGX further increases these durations by factors of 8x and(3.6
respectively. This signi cant overhead is attributed to PyTorch's multi-threaded
CPU backend, which parallelizes matrix operations across multiple data samples.
Such parallelism increases memory usage, which becomes a bottleneck when enclave
memory is constrained to 128 MB. As a result, the level of concurrency is reduced,
severely impacting performance. Despite these limitations, MCFL con nes only
security-critical components, those that manipulate clear-text data, within SGX
enclaves. The ability to train neural networks under such hardware constraints
highlights the feasibility of MCFL as a cost-e ective and privacy-preserving solution
for federated learning in resource-constrained environments.

5.1.2 Training Progress in MCFL

To conrm the model convergence, we used the same con gurations described in
Table 5.1. The MNIST training set was divided intoN 2 f 2;4;8g IID partitions.
Therefore, although the total number of samples remains the same as the number of
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partitions (N) is increased, the number of samples per client decreases. Figure 5.1
presents the model accuracy as a function of the round index, con rming that the
model performance is evolving as expected, as indicated by the red, green, and blue
lines. As N increases, many more rounds are needed for the model accuracy to
converge. At the same time, each round is shorter because each client executes
fewer computations per round.

Next, the number of clients is xed at 4, and the dataset is divided in Non-IID
(NIID) partitions. Half of the clients have digits O to 4 and the other half have digits
5to 9. In that case, the accuracy converges to a lower value, since the black line
(NIID case) is below the green line (IID case). This behavior is expected in any FL
deployment.

In another scenario, 25% of the original samples from clienare copied to client
(i+1) mod 4. The goal is to investigate if repeating part of the data among devices
enhances the nal accuracy. For example, client O has 6k original training samples
plus 1.5k samples copied from client's 3 original samples. This data repetition among
clients is possible in MCFL architecture considering that a client can, at the same
time, train the model locally with its data and share part of it with a training server
at the edge. Privacy will still be preserved after sharing the data due to the use of
enclaves in the edge server. This scenario, known as non-disjunct NIID partitions
(in brown), led to the same nal accuracy as the original NIID case, con rming that
data reuse by multiple devices is not worthy.

In general, our results suggest that centralizing the data is better for convergence
than distributing it. However, distributing the training to multiple devices may
reduce costs due to a better utilization of the available resources, as discussed in
Section 3.2.2

Another criterion used to compare centralized and federated training is network
usage. As an illustration, Figure 5.2 shows the total number dfytestransmitted and
received on the server network in four scenarios, assuming ten vehicles. Scenario 1:
the training is delegated to two training servers at the edge, which exchange only the
neural network parameters with the aggregation server at the cloud (green curve).
Scenario 2: the data remains local, at all ten clients, where the models are trained
and only parameters are sent to the aggregation server at the cloud (red curve).
Scenario 3: all clients send uncompressed data to the cloud server for centralized
ML (blue curve). Scenario 4: the data sent is compressed with gzip (orange curve).

Although FL (red and green curves) reduces bandwidth usage during the rst
rounds, the number ofbytes increases with the continuation of training for more
rounds, eventually surpassing the amount dfytesthat would have been exchanged if
data was sent (blue and green curves). Of course, this result varies for di erent model
architectures, model formats, compression algorithms, number of clients etc. The
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Figure 5.2: Example of how information transmitted in server network is not trivial
to be forecasted.

main goal is to show that the in uence of centralization and distribution on network
usage is not obvious to predict beforehand, requiring more in-depth studies for
optimized deployment. MCFL provides exibility in terms of deployment options.

In this experiment, its assumed that all the data used for training was generated
and stored before the start. In scenarios where the training data is generated in
real-time, the curves for scenarios 3 and 4 will not be constant.

5.1.3 Inuence of Limited Clients

Next, we compare the test accuracy of the global model in three scenarios: i) tradi-
tional FL, ii) MCFL, and iii) centralized ML (best case). We create 5 limited and

5 powerful clients with 600 training samples each. Figure 5.3 con rms that MCFL
outperforms traditional FL, since limited clients send their data to an edge enclave,
still maintaining privacy. Although leading to lower accuracy than the fully central-
ized approach, the enclave in MCFL processes half the workload of centralized ML,
enabling e cient training in low-cost machines.

5.1.4 Lossy-Link Modeling and Emulation

To emulate realistic network conditions, we con gured the NetEm Linux utility

to emulate a lossy network. We employ the Gilbert-Elliot (GE) statistical model,
as previous works have shown it to be more realistic than a Bernoulli or uniform
independent loss models [45]. Figure 5.4 illustrates the GE model, which consists
of a Markov chain with a good state G) and a bad state 8) [46, 47]. At any
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Figure 5.3: Model convergence in di erent scenarios.

given time t, the channel is in states,. The probability of transitioning from the
good state to the bad state igp = P(si+1 = Bjs; = G), while the probability of
transitioning back from the bad state to the good state ig|= P(si+1 = Gjs; = B).
The probability transition matrix is de ned as:

" #
p= L P P (5.1)
a 1 ¢
Consequently, the probability vector of being in each state at timé is modeled as
follows: g #" #
1
P, _ P P PG 4 ; (5.2)
Ps, qa 1 g ps.

Figure 5.4: The Gilbert-Elliot model describes a lossless state (G, good), and a
disconnected state (B, bad). The transition probability is denoted by the variables
next to the arrows.
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Figure 5.5: Model transfer time for di erent protocols.

where pg, is the probability of being in the stateG at time t, and pg, is the prob-
ability of being in the state B at time t. In this work, we setq=1 p. One can
prove that, under this constraint, the total loss probability, also denoted as)yss in
other works, tends top, ast increases and the Markov stochastic process becomes
stationary [45]. The good state is a perfectly reliable connection, and the bad state
models a disconnection.

5.1.5 Model Transference Time

This experiment measures the average time required to transfer the model between
client and server using gRPC/HTTP2, HTTP/1.1, and FUB under a lossy network
link. Figure 5.5 shows that HTTP/1.1 consistently outperforms gRPC/HTTP2.
Analysis of PCAP traces using Wireshark reveals that gRPC employs HTTP2
WINDOW_UPDA®&mes for application-layer ow control. While this mechanism

is bene cial in scenarios involving multiple concurrent HTTP2 streams over a single
TCP connection, gRPC typically uses only one stream, making the overhead im-
posed byWINDOW _UPDedunterproductive, thereby degrading throughput. FUB,
con gured with a retransmission timer ofT = 10ms, outperforms both HTTP-based
implementations, particularly as the loss probabilityp increases. This supports the
argument made in Subsection 3.2.6 that FUB's opportunistic, connectionless design,
lacking TCP's congestion control and retransmission mechanisms, yields better per-
formance in lossy environments. When the timer is reduced i = 10 s, however,
FUB prematurely triggers retransmissions before the receiver has time to process
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Figure 5.6: Number of bytes exchanged during model transfer for di erent protocols.

incoming packets. In lossless conditions, this behavior overwhelms the interface and
reduces e ective throughput. Interestingly, under high-loss conditionsp(= 20%),

the resulting packet redundancy from early retransmissions actually improves recep-
tion probability, causing the transference time forT = 10us to be lower than for

T = 10ms.

5.1.6 Number of Exchanged Bytes

Figure 5.6 shows the total number of bytes exchanged over the network under the
same experimental conditions described in the previous section. By avoiding the
ow control mechanisms of gRPC/HTTP2, HTTP/1.1 consistently reduces network
overhead, transmitting fewer bytes across all values @ FUB with a timer of

T = 10ms achieves the lowest byte count in reliable networksp(= 0), outper-
forming both HTTP-based protocols. However, as the loss probability increases,
FUB's bandwidth consumption grows signi cantly faster than that of HTTP/1.1
and gRPC/HTTP2. This result indicates that, although HTTP/1.1 is slower than
FUB in lossy environments (as shown in Figure 5.5), it remains more e cient in
terms of byte economy under high-loss conditions. Reducing the FUB timer to
T = 10 s further ampli es byte usage due to premature retransmission requests
triggered before receivers can process incoming packets. Thus, using excessively
small retransmission timers is not advisable: the marginal improvements in transfer
time (Figure 5.5) are outweighed by the substantial increase in bandwidth consump-
tion (Figure 5.6).
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Figure 5.7: Number of iterations computed by each client in an environment with
frequent disconnections and crashes for di erent FSMs.

5.1.7 Resilience to Disconnections

The next experiment demonstrates that the proposed DT execution model (Sub-
section 3.2.5) yields a signi cantly more resilient FL environment compared with
the typical D3 execution model. In this setup, a script launches four clients and

a server as background processes. Every 10 seconds, the script simulates a client
disconnection with probability p, and restarts the disconnected client with proba-
bility 1 p. To evaluate the system's robustness, we measure the average number of
local backpropagation iterations each client performs over ten global rounds, assum-
ing ten local epochs. Because the focus of this experiment is not model accuracy,
each client uses only 4,800 samples, approximaté9o of the full MNIST dataset,
allowing for faster experiment repetitions. Each local iteration is performed on a
batch of 32 samples, leading to a maximum of 150 iterations per client per epoch.
Therefore, the theoretical upper bound for each client i$50 10 local epochs 10
global rounds = 15,000 iterations.

We further distinguish between useful iterations, i.e., those incorporated into
the server's aggregated model, and wasted iterations, i.e., those discarded due to
a missed communication round caused by disconnection. As shown in Figure 5.7,
the DT execution model successfully incorporates all iterations into the training
process for every value gb, reaching the theoretical maximum as indicated by the
dashed horizontal line. In contrast, the D3 model fails to achieve this maximum when
disconnections occur, as disconnected clients cannot contribute to the corresponding
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Figure 5.8: In uence of server's FSM timeout on the number of iterations computed
by each MCFL client.

round. Consequently, the proportion of wasted iterations increases wifhn These
results validate that DT's design, which does not assume persistent connectivity
between clients and server, o ers superior resilience compared to D3 in environments
with intermittent connectivity.

5.1.8 Inuence of Timeout

The previous experiment did not impose a timeout on the MCFL server, allowing
all clients unlimited time to send their model updates. While this ensures that
no contributions are lost, it may slow down global rounds in real-world scenarios,
particularly when a vehicle experiences poor connectivity. In such cases, a delayed
client can stall the entire round, negatively a ecting the overall system performance.
To evaluate this trade-o, we analyze the impact of the server timeout parameter
(T) on the number of local iterations performed per client. To emulate client het-
erogeneity, each client introduces a random delay before transmitting its update,
where is uniformly distributed over the interval [2(i 1);2i] seconds. As a result,
clients exhibit increasing response times, sleeping between 0 20, 20 40, 40 60, and
60 80 seconds, respectively.

Figure 5.8 presents the results. The horizontal dashed lines indicate the ideal
scenario in which all clients successfully contribute their models. When the server
timeoutis settoT = 10s, slower clients frequently fail to meet the deadline, resulting
in numerous wasted iterations. AsT increases, more clients are able to complete
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