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Abstract—This paper presents UBOTA, a novel protocol de-
signed for Over-the-Air software updates in vehicular systems.
Despite replacing TCP by UDP, UBOTA guarantees reliable
transmission and optimizes software delivery speeds through
bursts of encrypted UDP packets, reducing the reliance on
establishing connections in unstable mobile networks. Addition-
ally, the protocol reduces the total data transmitted, leading to
cost savings due to a more efficient use of network resources.
Our implementation extends our prior work on securing OTA
updates, adding a focus on transmission speed and data efficiency.
Experimental results indicate a 50% improvement in speed under
ideal lossless network conditions as well as a 50% increase in
very lossy networks. Additionally, UBOTA protocol is also 45%
more efficient in terms of data volume. Performance analysis
underscores the critical role of the retransmission timer, revealing
its impact on packet duplication and redundant requests.

I. INTRODUCTION

The growing complexity of Electronic Control Units (ECUs)
software in modern vehicles leads to more frequent updates,
which include security patches and feature enhancements [1].
Over-the-Air (OTA) updates have emerged as a cost-effective
and convenient solution, reducing manufacturers’ costs with
recalls and delivering more convenience to customers [2]. The
growing number of connected and autonomous vehicles in-
creases the amount of software that must be updated, incurring
in higher bandwidth usage in manufacturers’ infrastructure.
Additionally, transmitting software updates over mobile net-
works involves inconsistent signal strength, and intermittence
during handovers between cellular base stations, leading to
packet losses [3]. Typically, Transport Control Protocol (TCP)
solves this problem, at the cost of transmitting much more
bytes than protocols that do not provide recovery from lost
packets, such as User Datagram Protocol (UDP) [4]. Moreover,
developing more optimized protocols is paramount, since
companies aim to minimize the amount of data transferred
to reduce operational costs.

To address these challenges, this paper introduces the UDP
Bursts for Over-the-Air (UBOTA) protocol, a novel approach
that leverages UDP-based transmission to reduce the number
of transmitted bytes and the transfer time in OTA updates
within mobile networks. This implementation builds upon our
previous work [5], which primarily focused on enhancing the
security of OTA systems. Unlike traditional TCP/HTTP-based
methods, UBOTA abandon congestion control and retransmis-

sion mechanisms, reducing control overhead and accelerating
software transfer in reliable connections. It also leverages
opportunistic transmission, where a burst of UDP packets
is sent as quickly as possible to the vehicle once a contact
is established, avoiding the need to expensive TCP connec-
tion establishment mechanisms. Although employing UDP,
UBOTA incorporates reliable data transmission techniques: if
packets in the burst are lost, the client requests only the lost
packets after a timer.

Experimental results demonstrate that UBOTA achieves
50% lower latency in lossless connections, and six times lower
latency in very unstable network conditions. It also reduces
by approximately 45% the number of bytes transmitted under
some conditions. An extensive performance analysis revealed
that, despite reducing download time, reducing UBOTA timer
leads to more transmitted bytes, more duplicated packets,
and more retransmission requests. Therefore, UBOTA is a
solution for meeting an increasing demand for very large-
scale connected vehicles updates without incurring in huge
infrastructure costs for manufacturers.

This work is structured as follows. Section II describes a
typical vehicular OTA update architecture. Section III dis-
cusses related works. Section IV details the proposed pro-
tocol, highlighting the reasoning behind the design choices.
Section V describes how UBOTA was incorporated in the
previous implementation described in [5], and presents the
performance evaluation. Finally, Section VI concludes this
work and suggests future directions.

II. VEHICULAR OTA UPDATES

Vehicles contain numerous ECUs that require regular soft-
ware updates. Traditionally, these updates have been per-
formed through physical connections at dealerships, using
interfaces like On-Board Diagnosis (OBD-II). However, in
modern vehicles, primary ECUs are equipped with wireless
communication interfaces, such as IEEE 802.11p, LTE, or 5G
NR, which allows for OTA updates, which significantly reduce
costs by eliminating the need for dealership visits. The primary
ECU manages the update and is responsible for distributing
the updated software to secondary ECUs via bus networks like
the CAN (Controller Area Network) [6]. A secure gateway
acts as a firewall, protecting the internal ECUs from external
access. This security, however, is beyond the scope of this
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Fig. 1: Sequence diagram summarizing vehicular OTA updates workflow. Time flows from top to bottom. Arrows indicate
messages. The numbers in blue circles correspond to the key steps, described in the text.

project, which focuses solely on the safe software transmission
between the car’s primary ECU and a server. The typical OTA
update process is presented in Figure 1. It involves several
key steps, described below, and denoted by the numbers in
the figure:

1) A supplier develops the software update and creates a
software image, along with a metadata file. They are
both delivered to the Original Equipment Manufacturer
(OEM) through a confidential channel,

2) The OEM can verify the metadata, and perform static
and dynamic analysis on the image to check for prob-
lems. The software is divided into blocks, which are
compressed for reducing total size;

3) The software blocks are stored in a database in encrypted
format, as well as the metadata;

4) The primary ECU connects to a TCP/IP server, running
at an OEM proprietary infrastructure or at a cloud
service. Although omitted in Figure 1 for simplification,
the connection can use TLS to provide confidentiality,
integrity, and authentication. The ECU them asks for a

possible update, and the server responds by sending the
metadata;

5) The primary ECU downloads a software block, decrypts
it, and decompresses it. It repeats the procedure for
all blocks until the software image is complete. The
authenticity of all data provided by the server must be
verified. If the validity check fails, indicating that the
software is incorrect, the download must be repeated to
avoid bugs.

6) The software can be optionally forwarded to the corre-
sponding secondary ECU through CAN;

7) The software can be finally installed when the vehicle
is parked. The new software is loaded after a restart.

Modern vehicles depend on software that powers a number
of vital functions, including autonomous driving and Advanced
Driver-Assistance Systems (ADAS). This scenario increases
the need for software updates for ensuring that vehicles con-
tinue experiencing the latest safety features and performance
enhancements. Despite reducing costs with physical interven-
tions, OTA updates can lead to security threats, since attackers



can try to access and tamper with security-critical software
being transmitted. Therefore, one challenge concerning OTA
is how to ensure the confidentiality and integrity of the down-
loaded software. We provided a solution that leverages Trusted
Execution Environments (TEE) to address these security issues
in our previous work [5].

At the same time as the costs with updates at dealership de-
creases, manufactures need to scale its network infrastructure
for keeping up with these increases in the frequency and scale
of OTA updates. Therefore, designing more cost-efficient OTA
communication protocols is paramount. A second challenge
becomes how to ensure the following requirements when
transmitting the software blocks using mobile networks:

1) Reliability: packets losses and corruption must be de-
tected and recovered for the software to be correctly
received;

2) Efficient bandwidth usage: the number of transmitted
bytes is greater than the software size, since network
packets have headers. Furthermore, some packets may
be used for retransmissions, confirmation, and hand-
shake, which also increases the total number of trans-
mitted bytes. These sources of overhead depend on the
network protocol stack adopted. In this work, efficiency
(n) is defined by the following equation

S 0

n=g=1-+ (1)

where S is the encrypted software size in bytes, N is
the total number of transmitted bytes in the network,
and O = N — S is the overhead. Reducing N im-
plies in reducing costs for the company, since it can
attend more clients updates for the same bandwidth.
Efficient protocols designs are paramount, since they
reduce the overhead and, consequently, the total number
of transmitted bytes. An alternative way of reducing N
is to enhance compression codes for minimizing S by
removing redundancy from the software binary, which
is outside the scope of this work [7].

3) Low download time: previous works state that the most
important challenge for updating critical software is to
perform the transference as quickly as possible [7]. The
total time (D) for downloading the software is defined
by the following equation:

N-Z 2)

nB

where B is the average bandwidth, in bytes per seconds

(B/s). The second equality is derived from Equation 1,

revealing that increasing protocol efficiency () leads to

smaller download times. This equation assumes that the
bandwidth may vary, meaning that there may be periods

without connection, reducing the average bandwidth, B.

Thus, stable networks have greater values for B, leading

to smaller download times.

Software download usually uses TCP for requesting and
transmitting blocks, which provides reliability. First, TCP

client needs to establish a connection with the server before
segments can be transmitted; the connection must be closed
afterward. TCP transparently makes the application tolerant
to packet loss, corruption, unordering, and duplication, by
using reception acknowledgements, checksums, timers, and
sequence numbers. TCP also provides mechanisms for conges-
tion control that limits the number of packets sent in sequence
before receiving an acknowledgment [4].

In mobile networks, the device often loses connectivity
due to low signal-to-noise ratio (SNR) caused by physical
obstructions or out-of-coverage cellular region [3]. Therefore,
the mobile device may need to restart a new connection fre-
quently, imposing significant overhead to the download time.
Moreover, handover between base stations induces packet
losses, which may result in a small congestion window, leading
to small throughput [3].

Under stable conditions, LTE/5G NR wireless links, which
are commonly used in vehicular networks, tend to have
very low error rates due to enhanced modulation and error
correction coding scheme at the MAC and physical layers of
the most modern mobile generations standards [8]. Therefore,
TCP reliability mechanisms may just introduce unnecessary
overhead in these stable conditions. Furthermore, since the
communication channel can quickly become unstable again
due to mobility, the transference should be done as quick as
possible once client and server can reach one another, making
the need for TCP connection establishment inadequate.

UDP, on the other hand, do not offer reliability mechanisms,
neither need connection establishment, which improves its
performance over lossless links. Also, TCP introduces a much
higher overhead in terms of number of transmitted bytes,
due to higher transport segment header (20B, compared to
8B in UDP) and the need for special segments for acknowl-
edgements (ACK), and three-way connection opening/closing
(SYN/FIN) [4]. The development of the proposed UBOTA
protocol relies on these principles for enhancing the speed
and efficiency of OTA software transfer.

III. RELATED WORK

Various works propose bringing the transfer server closer
to the client for accelerating software updates. Maruf et al.
analyze traffic patterns for locating fog nodes such as to
maximize net resources, and evaluate the influence of band-
width in predicting the download time [9]. The same authors
also extended this work by proposing transfer learning for
delay prediction [10]. Fizza et al. proposed a fog computing
protocol for smart vehicles’ OTA updates, and formulated an
Integer Linear Program (ILP) for optimizing routes [11]. This
work focused on measuring the advantages of fog nodes in
reducing the download time when compared to cloud servers,
and on minimizing the number of handovers. Despite the good
performance, these works use TCP and do not discuss its
performance issues in mobile networks.

Few previous works optimize OTA updates by carefully
evaluating current protocols or designing an appropriate pro-
tocol. Thantharate et al. evaluates the usage of lightweight
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protocols used in Internet of Things (IoT) for updating micro-
controllers, such as Constrained Application Protocol (CoAP),
and Message Queue Telemetry Transport (MQTT) [12]. De-
spite a lack of discussion on mobility challenges, the authors
adopt protocols on top of UDP, claiming that it introduces
lower overhead.

Previous works from the computer network research com-
munity confirmed benefits in using UDP in mobile networks,
even though they did not focus on OTA updates. Min-hua
et al. compared TCP and UDP performance in mobile IP
handovers, and the results revealed that TCP congestion
control mechanisms, such as Additive Increase/Multiplicative
Decrease (AIMD) lead to two times higher service disruption
times compared with UDP [13]. Chang et al. increased the file
transfer rate over IEEE 802.16e WiMAX links in high-speed
trains by replacing TCP by UDP [14].

Our previous work leveraged TEE for addressing software
confidentiality and integrity issues in vehicular OTA systems
where the attacker controls the entire client and server Op-
erating Systems (OSs). As far as we know, this was the
first proposal that integrated the two most adopted TEE
technologies for updating vehicular software: Intel Software
Guard Extensions (SGX) at the server, and ARM TrustZone
at the client. However, the client opened a TCP connection
and sent an HTTP request for each individual block. It de-
crypted the block inside TrustZone before requesting the next
block. Since the focus was evaluating the TEE overhead, the
implementation was not optimized for enhancing transmission
efficiency.

The previous works on the literature lack proposing new
protocols for enhancing download speed and reducing the
number of transmitted bytes. This gap in the literature must be
addressed, since the growing number of software that must be
updated in autonomous vehicles will increase the manufacturer
infrastructure costs with OTA updates. This work fills this gap
by proposing UBOTA protocol, contributing for solving these
challenges. Unlike previous works, this work designs a new
protocol for vehicular OTA updates, which is more suitable
for challenging mobile networks than traditional TCP/HTTP. It

also performs an extensive performance evaluation, confirming
a 50% reduction in download time in reliable connections, a
six times smaller download time in very unstable connections,
and a 45% reduction in the number of transmitted bytes.
Additionally, since the implementation is built on top of our
previously proposed secure OTA framework, the protocol is
secured by state-of-art TEE solutions.

IV. UBOTA PROTOCOL DESIGN

The goal of UDP Burst for OTA (UBOTA) protocol is to
enhance requirements 2 (efficiency) and 3 (speed) of OTA
updates, discussed in Section II. It also provides lightweight
recovery mechanisms to ensure that requirement 1 (reliabil-
ity) is not significantly compromised. UBOTA does this by
tackling important shortcomings of TCP, described in Sec-
tion II. The key design principle is opportunistic transmission:
the server transmits a burst of UDP packets containing all
the software blocks requested by the ECU as soon as the
client can reach the server. This means that the transmission
does not depend on costly TCP connection establishment,
reduced TCP congestion windows, and TCP confirmation
and retransmission mechanisms. Opportunistic transmission is
particularly crucial in dynamic network environments, since
the vehicle may not have enough time to establish a connection
and confirm the reception of blocks before the connectivity
becomes unstable due to mobility.

Figure 2 presents the Finite State Machines (FSM) for
UBOTA client and server. The client initiates the UBOTA
procedure, by sending an UDP request for all blocks (MSGO)
and waits for responses. UBOTA assumes that the client
already knows that the software update exists on the server,
and the total number of blocks. This knowledge can be
acquired by previously downloading a header or metadata
block, as proposed in our previous work [15]. Upon reception,
the server sends N UDP packets in sequence, each containing
an encrypted block with its corresponding index (MSG1). For
each received packet, the client checks if this block index was
not previously received, to avoid duplicated packets. If it is a
new block, the client inserts the encrypted block into a list in



the position corresponding to the index. The client performs
this for every received packet, and finishes when all N blocks
have been received. Notably, the list insertion by index allows
for packet reordering.

UBOTA design assumes that, after a successful contact
between client and server, the server must seize the opportunity
to send as many blocks as possible before the connectivity
becomes unstable. However, UBOTA must also implement
a mechanism for handling packet losses, which can occur
if the client becomes unreachable before all packets of the
burst are received. Since UBOTA eliminates TCP confirmation
mechanisms to accelerate the transfer, the client uses a timer to
prevent it from waiting indefinitely for all blocks in the case of
disconnections. The timer is reset after the initial query and
upon receiving each packet. Upon timeout, the client sends
a new query, listing only the missing blocks. Metrics such as
current network latency, packet loss rate, and jitter can be used
to optimize the timer settings dynamically.

In UBOTA, timer (T is a design hyperparameter that must
be carefully chosen. If the timer is too long, the client will
remain idle for an extended period, which is particularly
problematic in lossy links where many queries and bursts will
be necessary for the client to eventually receive all blocks.
Conversely, if the timer is too short, the client may prematurely
give up waiting for blocks, resulting in redundant queries for
blocks that could have been received at the first try if the timer
was higher. This inefficiency consumes server bandwidth and
computing resources for the transmission and processing of
duplicated blocks. Future works can propose more complex
FSMs that rely on an adaptative timer adjustment, identifying
optimal timer values based on varying network scenarios.

V. EXPERIMENTS AND RESULTS

Since our main contribution is proposing a protocol for
enhancing speed and efficiency in mobile OTA updates, this
work has a big focus on conducting extensive experiments
to detail the protocol’s behavior in scenarios that imitates
mobile networks. Although the experiments were conducted
with a smaller software size than the typical values used in
the industry to hasten the process, the results can be extended
to larger software updates, factoring in longer durations.

- =D~

Fig. 3: The Gilbert-Elliot model describes a lossless state
(G, good), and a disconnected state (B, bad). The transition
probability is denoted by the variables next to the arrows.

q

A. Implementation

The implementation builds upon our previous work [5].
The software is divided into 64 blocks of 128 bytes each,
which are encrypted and stored in an SQLite database. The
previously implemented Python server uses an HTTP/TCP
interface to transmit an encrypted block upon receiving HTTP
GET requests. The original implementation employed HTTP
1.0, which did not allow for multiple requests over a single
connection. In this work, we modify this interface to support
keep-alive connections. This change improves performance by
transferring the entire software using a single TCP connection,
which serves as our baseline for comparison. Furthermore, we
implement a new server interface for UBOTA, following the
FSM discussed in Section IV. Gramine tool is used for pro-
tecting the system using Intel SGX isolated memory enclaves,
as in our previous work [5], [16]. The server hardware is a
computer with an Intel 19-10900 2.80 GHz CPU, 20 threads,
32GB of RAM, and Ubuntu 20.04.

A Raspberry Pi 3 Model B, featuring a Broadcom
BCM2837 SoC with a 4-core Cortex-A53 1.2GHz 64-bit
CPU and 1GB of RAM, implements the ECU. It runs a
PREEMPT-RT Real-Time Operating System (RTOS) Linux
kernel for sending and receiving HTTP/TCP packets during
OTA software downloads. All security-critical operations, such
as encrypting requests and decrypting server responses, occur
within OP-TEE, a minimal OS running inside TrustZone [17].
The novelty brought by this work is the implementation
of a UBOTA client interface, in accordance with the FSM
presented in Section IV.

B. Lossy Link Modeling and Emulation

The server computer utilizes the NetEm Linux utility to
emulate a lossy network, allowing for the evaluation of both
the HTTP/TCP baseline and UBOTA. We employ the Gilbert-
Elliot (GE) statistical model, as previous works have shown
it to be more realistic than a random independent loss model.
Figure 3 illustrates the GE model, which consists of a Markov
chain with a good state (G) and a bad state (B) [18], [19]. At
any given time ¢, the channel is in state s;. The probability
of transitioning from the good state to the bad state is p =
P(si41 = Bls; = @), while the probability of transitioning
back from the bad state to the good state is ¢ = P(si11 =
G|s; = B). The probability transition matrix is defined as:

l-p p ]
P= 3
{ ¢ 1-¢ 3)
Consequently, the probability vector of being in each state at
time ¢ is modeled as follows:

1 —
-1 ] e
PB, ¢ l1—q| pB.,
where pg, is the probability of being in the state G at time
t, and pp, is the probability of being in the state B at time
t. In this work, we set ¢ = 1 — p. One can prove that, under

this constrain, the loss total probability, also denoted as 7,
in other works, tends to p, as t increases and the Markov
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Fig. 5: The number of bytes transmitted is much lower for UBOTA, regardless of p.

stochastic process become stationary [20]. The good state is
a perfectly reliable connection, and the bad state models a
disconnection.
The range of values of p defines the situation being emu-
lated:
1) Sporadic packets drops: smaller p values emulate quick
packet losses, which are rare in stable LTE/5G NR links.
2) Burst packets loss: greater p values emulate, for ex-
ample, a vehicle driving in an environment with worse
cellular coverage or with more obstacles for electromag-
netic propagation, causing signal shadows and longer
disconnections.
The experiments were repeated multiple times for eliminating
the randomness of the results. Mean and standard deviation
are presented using 95% confidence intervals.

C. Download Time

The first experiment measures the time taken to download
the blocks under different values of p. The results are presented
in Figure 4a, for both the baseline and UBOTA, with the timer
parameter fixed at 10ms for the latter. In lossless conditions,
UBOTA is 50% faster than the baseline, demonstrating the

advantage of sending a burst of UDP packets without the
need for connection establishment and acknowledgements.
However, UBOTA performs worse than the baseline under
lossy conditions, as the client must wait for ' = 10ms
before requesting the blocks again. In TCP, upon a timeout,
the server retransmits unacknowledged packets. TCP offers
dynamic timer estimation based on the moving average of
RTT (Round-Trip Time) of ACKSs, resulting in a shorter
waiting time than 10ms and better performance. Previous
studies indicate packet loss rates below 1% in LTE links [21].
These findings encourage the adoption of UBOTA in urban
infrastructures that provide stable services using the latest
mobile communication technologies, which typically exhibit
very low loss rates.

The second experiment repeats the same methodology for
bigger values of p, emulating the burst packets losses scenario.
UBOTA is much quicker in these scenarios, as presented
in Figure 4b. Previous works revealed that TCP’s reliability
mechanisms result in notably slower data rates during frequent
disconnections [3], [13]. These results confirm that UBOTA
is well-suited for situations where the vehicle encounters
extended periods of disconnection, such as driving through



a tunnel.

D. Data Efficiency

The third experiment compares the total number of ex-
changed bytes of HTTP/TCP and UBOTA (T' = 10ms), as
a function of p. First, Wireshark was used to capture the trace
received and sent by the server into a PCAP ((Packet Capture)
file, and a Python script using PyShark was used to read
these files for collecting metrics. However, Wireshark was not
capable of capturing lost packages, so we decided to measure
the number of transmitted bytes using the code. Figures Sa
and 5b reveal that the number of exchanged bytes for both
protocols increases with higher loss rates because lost packets
are retransmitted in both TCP and UBOTA. It also shows that
UBOTA is 45% to 50% more efficient than the baseline in
terms of number of bytes. Dedicated segments used by TCP
for ensuring reliability and connection handling increases the
number of transmitted bytes, as argumented in Section II.
Therefore, these results suggest that UBOTA is a good choice
for reducing infrastructure costs from manufacturers.

E. UBOTA Timer Choice

The fourth experiment evaluates the influence of the timer
(T') design hyperparameter in the download time, while p =
4%. Download times are 80% faster for T = 1ms than for
T = 10ms, as presented in Figure 6a. The hypothesis is
that, for 7' = 1ms, premature repeated requests occur more
frequently, as proposed in Section IV. Consequently, since the
client quickly receives more than one copy of the blocks,
even if a single copy is lost with probability p, it can still
reconstruct the software from the other received packets. The
download time for 7' = 10ms and T" = 100ms are statistically
indistinguishable because of the error bar superposition. In
both cases, premature repeated requests are rare and much
more spaced in time.

The fifth experiment measures the influence of 7' in the
number of exchanged bytes, and the results are presented in
Figure 6b. For 10ms and 100ms, the number of exchanged
bytes is very close to the results for UBOTA that were already
presented in Figure 5a. For 1ms, the number of exchanged
bytes is increased by approximately 46%, which is in con-
sonance with the hypothesis of premature repeated request.
Together, these experiments confirm the theory presented in
Section IV: reducing the timer corresponds to improving
download speed in exchange for reducing efficiency, since
multiple copies of the blocks are sent.

F. Duplicated Packets

The sixth experiment measures the mean number of dupli-
cated packets received by the UBOTA client as a function of
the timer 7T'. The goal is to confirm the hypothesis proposed
in Subsection V-E, which suggests that T' = 1ms leads to
multiple duplicated packets. Figure 7a validates this, showing
that the client received an average of 38 duplicated packets
when T' = 1ms.

For T' = 10ms, the client received 49 duplicated packets in
only one of the 500 repetitions, while no duplicated packets

were detected in the remaining 499 executions. This explains
why the average number of duplicates for 7" = 10ms is 0.098,
and why the error bar for this measure is so high. It is essential
to highlight that the non-deterministic nature of packet loss
results in random outcomes, justifying the need for multiple
repetitions to ensure statistical significance.

It is safe to conclude that, beyond a certain threshold of 7',
duplicated packets are extremely rare. No duplicated packets
were detected for 7' = 100ms. The significant difference
in orders of magnitude justifies presenting the results on a
logarithmic scale. These findings emphasize the inefficiency,
in terms of byte overhead, caused by using an excessively
small timer.

G. Repeated Requests

The goal of the seventh and final experiment is to verify
the average number of requests the UBOTA client sends to
the server before all blocks are received. Figure 7b shows
that, for ' = 10ms and T' = 100ms, if there is no packet
loss, exactly one request is always sufficient to receive the
entire software, as every requested block is received on the
first attempt. However, as the loss rate increases, lost packets
require retries from the client. For p = 4%, almost always two
requests are necessary for receiving the software.

For T' = 1ms, even in perfectly reliable connections, about
two requests are required to download the software. This
occurs because the timeout triggers prematurely, before all
packets in transit are received, leading to unnecessary repeated
requests. Premature repeated requests are more common with
T = 1ms because a time interval greater than 1ms between
two consecutive receptions is enough for the UBOTA client to
time out and resend the request. The time interval between two
consecutive receptions is non-deterministic, and often exceeds
Ims. Two consecutive packets are never received with more
than a 10ms time difference, which explains why premature
repeated requests are never observed for 7' > 10ms.

As p increases, the number of repeated requests remains
virtually constant when 7' = 1ms. Since blocks are received
twice due to premature repeated request, the probability that
the client will not receive both copies is p? = 0.0016 = 0.1%.
Therefore, it is extremely likely that the client will be able to
reconstruct the software with just these two requests. These
results are in accordance with the result presented in Figure 6a,
where T' = 1ms leads to multiple duplicated packets detected
by the client. This confirms the hypothesis presented in Sub-
section V-E, which suggested that premature repeated requests
can accelerate the software transfer by requesting the server
to transmit more than one copy of a block.

VI. CONCLUSIONS AND FUTURE WORK

This work introduced the UBOTA protocol for software
transfer, designed specifically for the challenging network
conditions in mobile vehicular environments. The implemen-
tation is based on a secure architecture proposed by the
authors in previous work, which utilized a more traditional
communication approach involving HTTP/TCP. Our extensive
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performance analysis confirmed that UBOTA consistently out-
performs the traditional approach in terms of both transfer
time and the number of transmitted bytes, potentially leading
to substantial infrastructure cost savings for manufacturers.
There are several promising directions for future research.
These include a formal mathematical analysis of the protocol’s
performance under various statistical channel models, incorpo-
rating factors not discussed in this paper, such as cellular Inter-
Channel Interference (ICI) and latency jitter. Such an analysis
could provide deeper insights and lead to more effective
methods for selecting or adapting the timer parameter. Another
potential area for future work is embedding the UBOTA
system in a vehicle to gather real-world performance metrics.
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