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Final Undergraduate Project presented to

the Electronics and Computer Engineering

Course, Polytechnic School, Federal Uni-

versity of Rio de Janeiro, as part of the

requirements necessary to obtain the degree

of Engineer.

Supervisor: Miguel Elias Mitre Campista,

D.Sc.

Rio de Janeiro – RJ, Brazil

October, 2022



FEDERATED LEARNING WITH HETEROGENEOUS DATA

Leonardo Solé Rodrigues
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Brasileiro no art.184 e art.299, bem como na Lei 9.610.
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publicados, não cabendo à UFRJ, aos seus representantes, ou ao(s) orientador(es),

qualquer responsabilização/indenização nesse sentido.

7. Por ser verdade, firmo a presente declaração.

Leonardo Solé Rodrigues
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ABSTRACT

Today, academia and industry see federated learning as a promising solution for

data sharing and private-preserving knowledge acquisition that traditional central-

ized neural networks cannot solve. Data sharing, however, has to deal with clients

providing different variables in real-world scenarios where collaboration between in-

stitutions occurs. Hence, there is still much to be improved in federated learning,

such as leveraging all variables from clients’ datasets. This work moves forward

the state-of-the-art by presenting a federated learning method specific for cross-silo

collaboration, the Partial Model Sharing. The proposed method considers clients

with datasets containing partially overlapping variables. We evaluate the proposed

Partial Model Sharing method using two different datasets. The obtained results

overperformed models locally trained at the clients, and showed that this is a valid

method to improve predictions in environments with heterogeneous data among

clients.

Keywords: machine learning, deep learning, federated learning, neural networks,

privacy, heterogeneous data.
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Chapter 1

Introduction

Neural networks have become widely popular over the years for a multitude of

applications [2], like classifying Tibetan ancient books [3] or Facebook messages [4],

or being applied in numerous healthcare applications [5] and enabling autonomous

vehicles [6]. In order to be able to accomplish these different tasks, a network must

be trained with data.

The basic structure of a neural network is composed of an input layer, multi-

ple hidden layers and an output layer. Each of these layers contains several nodes (or

neurons) that are connected to the neurons of adjacent layers. This architecture is

shown in Figure 1.1, where the circles represent the neurons and the lines represent

the connection between neurons.

Figure 1.1: Neural Network basic architecture.

A neuron receives an input from each of the previous layer’s neurons. These

inputs are processed through an activation function, which can be individually de-

termined for each neuron, and the output is transmitted to the next layer. Usually,

all neurons from a given layer use the same activation function. The connections

between neurons also have weights that are updated during training. Figure 1.2
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summarizes the functionality of a neuron, where xi is the input, wi is the weight, b

is a bias, and f(y) is the activation function.

Figure 1.2: Neuron Activation Function.

The training process of a neural network is done by feeding it input data,

like tabular data or images, and a label, that represents the task the network should

learn. The task is a generalization of what the neural network is trying to learn,

like predicting fraudulent bank transactions or classifying images of dogs. The error

between the label provided and the output of the last layer is calculated and sent

backwards to the previous layers, adjusting the weights of the neural network, so

that this error is decreased.

Usually, a large amount of data is needed in the training process for the

network to be able to accomplish its task more efficiently. Even though neural

networks can still work well with limited data [7], the performance of the network

usually increases when it has more examples to learn from. That is one of the

reasons that data is becoming so valuable in our current society.

Having this data stored in a server can be a challenging task to accomplish

in some cases. The first one is when dealing with personal data because users

are becoming more concerned about the privacy of their own data [8]. Users can

become more reluctant to adopt new technologies or applications if they think that

sensitive data, like personal medical data, are being transmitted and stored in data

centers [9]. The second one is when the data is from a company or an institution

that needs to follow governance regulations [10], preventing data sharing. Federated

Learning [11, 12] appears as a solution to this problem, by keeping the data private

and making the training collaboratively. In this machine learning method, the clients
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train with their own private data and only shares network parameters with a central

server. This enables access to training with data once out of reach due to users not

willing to share it or due to the data being stored in a different company. Since

the clients from a federation do not need to share their private data, the privacy

concerns are drastically reduced.

There has been a lot of research on Federated Learning in recent years. These

researches encompass different related topics, like mobile networks [13], communica-

tion overhead [14], client selection [15], and also the proposal of different frameworks

to implement federated learning [16].

There are also examples of federated learning being applied in real-world

scenarios. One of the most famous applications of federated learning in recent

years is Google’s Mobile Keyboard Prediction [17]. In this study, the authors train

a federated learning model for next-word prediction on a smartphone’s keyboard.

The task of the federated model is to decide whether to show or not a specific word

as a suggestion, given the context and user history. This is another example of data

that may be considered sensitive to users: their personal messages.

Federated learning implementations can be distinguished by the number of

clients and their samples. When the number of clients is low, and the number of

samples per client is very high, we have the cross-silo training, where clients tend to

be institutions or companies that want to do collaborative training. If the context

is the opposite, a large number of clients that holds not so many samples each, we

have the cross-device setting, as the Google keyboard example from the previous

paragraph. In this case, clients tend to be smartphones or IoT devices.

Another way to distinguish federated learning implementations depends on

how the data is divided among clients. If all clients hold the same variables, but

have different samples, the division is horizontal. The vertical division is when the

clients have different variables, but from the same samples.

In order to collaborate in a cross-silo horizontal federated learning, companies

need to build models using the same variables as inputs, which can lead to leaving a

number of unused data in their datasets that could improve the final results, because

the participating companies may collect different data.

This work proposes a federated learning architecture to deal with heteroge-
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neous data among clients. With heterogeneous data being defined as when clients

collect different sets of variables, with an overlapping subset of variables between

them. The general objective of this work is, then, to propose a federated learn-

ing method capable of improving prediction performance in this heterogeneous data

scenario. A method is proposed in that manner: the Partial Model Sharing, and

then evaluated. Thus, the specific objectives are: (1) to characterize a scenario of

heterogeneous data with common and individual variables; (2) to develop a model

capable of improving the performance of individual clients.

The following chapters are organized as follows. Chapter 2 provides back-

ground on federated learning and heterogeneous data. Chapter 3 reviews recent

related work concerning solutions to different heterogeneous data scenarios with

federated learning. Chapter 4 introduces the proposed federated learning frame-

work, the Partial Model Sharing. Chapter 5 presents the results obtained with the

proposed frameworks. Finally, Chapter 6 concludes this work and draws future

research directions.
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Chapter 2

Federated Learning

This chapter introduces the concept of federated learning, the steps of a round

of federated training, and the way the network parameters are aggregated, as well

as the two different types of data partitioning, horizontal and vertical.

2.1 Introduction

Federated learning is a machine learning method that keeps clients’ data

private, without the need to send that data to a central server. Thus, the training

is done by the clients themselves, with or without the management of a central

server. In order to accomplish this, the training is done iteratively. The clients of

a federation train a predictive model with their own local data and send the neural

network parameters to a central server. This server aggregates the parameters using

an aggregation algorithm and sends these updated parameters back to the clients.

The clients then update their model with the parameters received from the server

and repeat the process. This method was first introduced by McMahan et al. [18]

in 2017, and has been a popular research topic since then [19, 14, 20, 21].

Figure 2.1 illustrates the federated learning training loop. In Step 1, the

server sends an initial model to a subset of participating clients. These clients, in

Step 2, train the model using only their own data. Finally, in Step 3, all clients send

the updated version of their model to the server, which performs the parameter

aggregation. This process continues until the model converges.

The aggregation of the parameters sent to the server is done by an algorithm,
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Figure 2.1: Federated Learning loop.

usually called aggregation or optimization algorithm. The most common one, and

the one which is used for the experiments in Chapter 5, is FedAvg [18]. In this

algorithm, each client k computes a client delta ∆wk
t as shown in Equation 2.1,

where w represents a vector with the model’s parameters and t represents the round

of federated learning. wk
t is then a vector with the parameters from client k at round

t, and wt is a vector with the parameters aggregated in round t. The clients’ deltas

are then used to compute the server delta ∆wt, as shown in Equation 2.2, where

n is the total number of samples and nk is the number of samples from client k.

This server delta is applied to the model sent by the server at the beginning of each

round, initializing the loop again.

∆wk
t = wk

t − wt−1 (2.1)

∆wt =
K∑
k=1

nk

n
∆wk

t (2.2)

2.2 Horizontal and Vertical

There are two basic types of federated learning concerning data partitioning.

The horizontal federated learning happens when all clients have the same variables

available for training and different samples in their database. This is called hori-

zontal, because if we imagine a dataset combining all clients’ datasets, the division

per client would be horizontal, as shown in Figure 2.2a, where each row represents

a sample and each column represents a variable, and the different colors (red and

blue) indicate the different clients. The horizontal division can be seen as the line

6



that separates the blue samples from the red samples. In this case, the clients have

the whole model locally.

(a) Horizontal division (b) Vertical division

Figure 2.2: Different data divisions between two clients (red and blue).

It is also possible for clients to have totally different variables, but from the

same samples. Two companies from different sectors, for example, may have clients

in common, but stores different types of data from them. This is the typical scenario

for the vertical federated learning. This vertical division is shown in Figure 2.2b,

where the blue client has the left side variables of the samples, and the red client

has the right side variables of the samples. Instead of all clients having the whole

model locally, the model’s layers are split between the clients. This method is called

Split Neural Network [22].

(a) Split neural network when two clients

(red and blue) holds the variables and an-

other (green) holds the labels.

(b) Split neural network when one client

(blue) holds the variables and another

(green) holds the labels.

Figure 2.3: Split neural network structures.

There are two different network structures for vertical federated learning.

The most simple one, shown in Figure 2.3b, is done with only two clients. In this

structure, one client holds the input variables while another one holds the labels.

7



In this case, the client that has the input variables is able to use the model locally,

since it has all the inputs needed. The other possible structure is illustrated in

Figure 2.3a,and shows a case where the variables are distributed in more than one

client, hence the two different input flows, red and blue. The labels in this case

could either be in one of the existing clients or in another one. The caveat of this

structure is that the clients are not able to use the final prediction model locally by

themselves, since none of them holds all needed input variables.

8



Chapter 3

Related Work

Since the introduction of the federated learning concept, much has been dis-

cussed on how to make improvements and modifications to solve different kinds of

problems, like becoming more energy efficient [23], preventing attacks [24], and re-

ducing communication costs [25]. In this chapter, we focus on solutions proposed for

problems that deal with heterogeneities in federated learning. A summary of these

solutions, along with the solution proposed in this work, is listed in Table 3.1.

Diao et al. [1] proposed HeteroFL, a framework to solve the device hetero-

geneity problem. This problem occurs in cross-device settings since they may be

composed of devices with different computational capabilities. The solution was to

have different neural networks with different complexities. Devices with lower com-

putational power receive models with a smaller subset of parameters of the global

model, while devices with higher computational power receive all the parameters

from the global model, as shown in Figure 3.1. To build these different models, the

authors decided to alter the number of neurons from each layer, keeping the same

number of layers across all models.

The drawback of this solution, even though the models can have different

layer sizes, is that it only allows inputs of the same size, since it was made for image

classification and focuses on the heterogeneity of devices.

Another work considering devices with different computational power was

proposed by Shi et al. [26]. In their paper, the authors propose a framework that

uses attention transfer [27, 28], an approach that has been gaining a reputation for

computer vision tasks. The clients share attention maps that are extracted from

9



Figure 3.1: HeteroFL global model parameters Wg and the subsets of local param-

eters W 1
l , W

2
l and W 3

l , from [1].

their model with the server. Attention maps are scalar matrices that demonstrate

the more important layer activations in an image for a given task. In this case, the

server needs a global public dataset in order to adjust the different model weights.

This framework allows for different network architectures, as long as the number of

convolutional groups and the size of attention maps are the same as in the global

model. This allows for devices with lower computational capabilities to be able to

contribute to the training.

Another problem that can occur in a federated learning environment, espe-

cially in cross-device, is label heterogeneity. This scenario occurs when the clients

do not have samples from all classes the server knows. If the task is for classifying

animals, for example, one client may have images of cats and dogs, and another

one of dogs and horses. Gudur et al. [29] proposed a framework to deal with this

kind of problem. The solution is to use knowledge distillation [30, 31], instead of

sharing the model’s weights. In this technique, a teacher model transfers the logits

(inputs to the final softmax layer) to a student model, that uses these logits instead

of ground-truth labels. In the framework, the server needs a dataset to build a global

model with all labels available. The clients first train their model with their own

private data, then test the model with the data provided by the server, in order to

obtain the logits to be shared with the server. This approach enables the devices to

10



use completely different model architectures, but is more commonly used for image

classification.

Zhu et al. [32] also designed an algorithm based on knowledge distillation,

but in this case without the need for a server dataset. Instead, they first extract

knowledge about the data distribution, which is used to build a generator that cre-

ates augmented samples. These augmented samples are then used in the knowledge

distillation process as in Gudur et al. [29].

Yang et al. [33] handle a different kind of data heterogeneity. In order to have

more personalized models, the paper suggests a federated learning framework that

only shares the initial layers of the network with the server, called generic layers by

the authors. The clients need to have the same architecture for the generic layers,

but may differ on the last layers, since these are kept private. This way, the devices

end up with a model more suitable for their own dataset. Again, in this case, the

inputs of all models are the same.

Table 3.1: Related work

Paper Heterogeneity Problem

Diao et al. [1] Model complexity Devices with different

computational capabili-

ties

Shi et al. [26] Model complexity Devices with different

computational capabili-

ties

Gudur et al. [29] Model architecture, la-

bels

Devices with only a sub-

set of labels

Zhu et al. [32] Model architecture, final

model

Knowledge distillation

without public data

Yang et al. [33] Model’s last layers, data,

final model

Data heterogeneity

across clients

Partial Model Sharing Model architecture, data,

final model

Clients with partially dif-

ferent sets of input vari-

ables

11



The solutions presented in this chapter focus on image classification and cross-

device settings. These architectures cannot deal with input data variations [1, 26, 33]

and/or are specific for working images [1, 26, 29, 32]. It is noticeable that there is a

gap in the literature concerning the proposed problem explored in the next chapter,

which is meant for a cross-silo training, where clients have a group of common

variables and a group of individual variables.

12



Chapter 4

Proposed Methods

4.1 Problem Definition

The definition of heterogeneous input data used throughout this work is a

data division where some of the variables are common to all clients, and others are

only present in specific clients. There are no common samples among clients in this

division. Equations 4.1 to 4.3 formalize this definition, where V1 and I1 are the set

of all input variables and the set of individual variables respectively from client 1, V2

and I2 are the set of input variables and the set of individual variables respectively

from client 2, and C12 is the set of common variables between clients 1 and 2.

V1 ∩ V2 ̸= V1 ∪ V2 (4.1)

C12 = V1 ∩ V2 (4.2)

V1 ∪ V2 = C12 ∪ I1 ∪ I2 (4.3)

The proposal presented in this chapter tries to improve the model’s predic-

tions in a scenario with heterogeneous input data among clients. This data partition

is depicted in Figure 4.1. This partition depicts a better approximation of a col-

laboration between two institutions in a horizontal approach, since they may have

different variables in their datasets that end up discarded during training.

The problem to be solved is how to take advantage of these unused variables

in order to improve the model prediction using federated learning. Even though

there have been studies that try to solve similar problems, like the ones presented

in Chapter 3, none of them tackles the specific problem proposed in this work.

13



Figure 4.1: Data partition for the problem definition with two clients (red and blue).

The purple frame defines the area with common variables between both clients.

The proposed method uses a basic neural network architecture similar to

Figure 2.3a, in order to take advantage of the two different sets of variables, the

common variables C and the individual variables I. The method is called Partial

Model Sharing, and there are two variants, a 1-step variant and a 2-step variant.

4.2 Partial Model Sharing

4.3 1-Step Variant

Our first approach is similar to the one suggested by Yang et al. [33], but

focuses on input heterogeneity instead of model customization. The training process

requires a neural network architecture made of three smaller networks. In order to

facilitate comprehension, the smaller networks will be called partial models, and the

bigger network will be called complete model.

Figure 4.2 shows a diagram of this architecture. There are two complete

models in the figure, one for client 1 and one for client 2. In each of these complete

models, there are two partial models receiving the client’s input variables. For client

1, its individual variables I1 will serve as input of the red partial model at the top,

while its common variables C12 will serve as input of the purple partial model at the

top. In the end, there is another partial model, that aggregates the output of both

previous partial models and returns the prediction.
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Figure 4.2: 1-Step Partial Model Sharing network diagram.

The parameters shared with the server during the federated training are

only the ones from the common variables models, presented as the purple layers in

Figures 4.2 and 4.3. The other parts of the network are kept private to the clients.

That means the server does not have access to the complete model. Figure 4.3

summarizes the federated learning cycle for this method:

• The server sends a partial model to the clients;

• The clients train their complete model using the partial model sent by the

server;

• The clients send the updated partial model back to the server;

• The server aggregates both partial models and sends them back to the clients,

completing the cycle.

15



Figure 4.3: 1-Step Partial Model Sharing cycle.

4.4 2-Step Variant

The second variant is based on transfer learning [34], a technique that reuses

neural networks pre-trained for a given task in a different context. It uses the same

architecture as the 1-step method, with a complete model made of three partial

models, but instead of training the complete model and sharing a part of it, it uses

a two-step training scheme. The goal is to train a partial model using the clients’

common variables C12, and then retrain it with all variables (V1 and V2) from each

client.

Figure 4.4: 2-Step Partial Model Sharing process diagram. The letters in Step 2

represent the following neural networks: I for individual variables, C for common

variables, and A for the aggregation network.

In the first step, the two clients train in a horizontal federated way using their

common variables, as shown in Step 1 of Figure 4.4. After reaching convergence,
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the last layer of the network is removed and the remaining layers are frozen. These

layers are then used as part of each client’s complete model, as shown in Figures 4.5

and 4.4. The second step is to train this complete model locally, updating the

parameters of the layers that are not frozen.

Figure 4.5: 2-Step Partial Model Sharing neural network diagram.

The architecture of these new networks can be different for each client, as long

as the layers of the previously trained network are included. For our experiment, we

use a similar network for the individual and common input variables of each client

(C and I), and an aggregation network that concatenates the output of the previous

two.

The resulting network architecture from both methods is similar to the archi-

tecture of a split neural network, due to the parallel flows and the aggregation layer.

But, unlike a split neural network, these models can be used locally, without the

need for collaboration between the participating clients to make predictions. This

happens because all input variables are available in the respective client’s dataset.
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Chapter 5

Results

We evaluate the performance of our proposed methods using simulations

with two different datasets, the IEEE-CIS Fraud Detection Dataset [35] and the

Otto Group Product Classification Dataset [36].

5.1 Datasets

The IEEE-CIS dataset is an unbalanced binary fraud classification dataset

with 3.5% positive samples and a total of 394 variables, from which 321 were used

in the experiment. The Otto Group dataset is a product classification dataset with

a total of 9 classes and 95 variables, from which 39 were used. Both are tabular

datasets and come from popular Kaggle competitions. Table 5.1 summarizes the

differences between both.

Table 5.1: Datasets comparison.

Client 1 Otto Group IEEE-CI

Classes 9 2

Columns 39 321

Unbalanced No Yes

The IEEE-CIS and the Otto Group datasets were chosen because of two rea-

sons. The first one is that they have a different number of classes (one is binary, and

the other has 9 classes). The second reason is that the results obtained when training

a model with fewer variables and fewer samples is noticeable for both datasets.
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The IEEE-CIS dataset is collected from a fraud detection competition from

Kaggle. The variables from this dataset are from e-commerce transactions, ranging

from device type to product features. The task proposed for this competition was

to detect which transactions were fraudulent and which were not. This dataset has

a total of 590,540 samples and is divided as shown in Table 5.2.

Table 5.2: Sample division for the IEEE-CIS dataset.

Client 1 Client 2 Test set

250, 000 250, 000 90, 540

The Otto Group dataset is an e-commerce dataset for product classification.

It has a total of 9 different classes as labels, which represent different product cat-

egories. This dataset has a total of 61,878 samples and is divided as shown in

Table 5.3.

Table 5.3: Sample division for the Otto Group dataset.

Client 1 Client 2 Test

24, 000 24, 000 13, 878

5.2 Methodology

The Flower framework [37] is used to simulate the federated learning envi-

ronment, along with TensorFlow [38], to build the neural networks.

The methodology for the experiments conducted in this chapter is described

in the following for each dataset:

• First, the samples are randomized and a test set, that will be used for testing

all cases, is separated;

• Then, an upper boundMg is set, training a global model with all data available

(samples and variables);

• Divide the dataset into two different clients, with common variables C and

individual variables I for each, as stated in Figure 4.1;
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• Set a lower bound Ml, training local models for each client using only their

local data comprised of variables V , simulating the performance this client

would have without federated learning;

• Perform a federated training with both clients with the two variants proposed.

In the end, seven different values for each metric are obtained for each dataset:

two from local training, four from training with both variants of the Partial Model

Sharing method for each client (compiled in the Federated case in the figure), and

one from the global training. Figure 5.1 illustrates the source of the data for each

case.

Figure 5.1: Client division and training results.

It is important to note that all data cleaning and preprocessing, apart from

features standardization which was done for each client, was done globally, while ad-

justing the network parameters for the global training. Both datasets had variables

removed, in order to have a more optimized network. Variables with low correlation

with the labels were discarded.

For this preprocessing work, these steps were assumed to have been done by

using Secure Multiparty Computation [39]. The left Y -axis from Figures 5.3 to 5.7

shows the metric M used in the experiment and the right Y -axis shows a normalized

metric Mn, obtained by the following equation:

Mn =
M

Mg

(5.1)

Another normalization that will be used in the experiments is the lower-to-

upper-bound difference (LUD), defined as follows:

LUD =
M −Ml

Mg −Ml

∗ 100% (5.2)
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The experiments are repeated with different percentages of common variables

C to verify the impact of variable distribution between clients. The percentages cho-

sen for common variables are around 25, 50, and 75%, according to the possibilities

of each dataset. The scripts used for these experiments can be found in [40].

5.3 Metrics

Two metrics are evaluated in the experiments, the Accuracy and the F1-

Score. These two metrics are explained below.

5.3.1 Accuracy

One of the metrics evaluated is the accuracy of the predictions as shown in

Equation 5.3, where CP is the number of correct predictions and TS is the total

number of samples tested. This metric is very useful for balanced datasets.

Accuracy =
CP

TS
(5.3)

5.3.2 F1-Score

The metric chosen for this experiment was the F1-Score, since the dataset

is unbalanced, with only 3.5% positive samples. Equation 5.4 shows how the F1-

Score is calculated, where TP is the number of True Positives, FP is the number

of False Positives and FN is the number of False Negatives. This metric ignores

the number of true negatives, giving higher importance to the number of correctly

predicted positive samples since these are less numerous. Because of that, it is a

very popular metric for unbalanced datasets, since other metrics like accuracy might

provide unreliable performance measurements.

As an example, if a prediction model only predicts negative all the time, no

matter the input variables, its accuracy on the IEEE-CIS dataset would be 96.5%,

which is high, but the model itself is useless. On the other hand, the F1-Score for

the same model would be 0, a much more coherent result for a model so biased.

F1 =
2 ∗ TP

2 ∗ TP + FP + FN
(5.4)
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The F1-Score equation is also commonly presented in terms of precision and

recall. Equations 5.5 and 5.6 describe both metrics respectively. Precision shows

how precise a model is, by measuring how many of the positive predicted samples

are indeed positive. On the other hand, recall measures how many of the actual

positive samples were correctly predicted.

Precision =
TP

TP + FP
(5.5)

Recall =
TP

TP + FN
(5.6)

With Equations 5.5 and 5.6, Equation 5.4 can be rewritten as a function of

both precision and recall, as shown in Equation 5.7.

F1 = 2 ∗ Precision ∗Recall

Precision+Recall
(5.7)

5.3.3 AUC (ROC Curve)

The third metric evaluated is the Area Under the Curve (AUC) of the Re-

ceiver Operating Characteristic (ROC) curve. The ROC curve is a plot of the True

Positive Rate (TPR), also known as recall, versus the False Positive Rate (FPR)

obtained by varying the classification threshold applied to the output of the neural

network, which determines the model’s prediction.

Equations 5.8 and 5.9 describe the TPR and FPR respectively. The AUC

value is then obtained by calculating the two-dimensional area under the plotted

curve.

TPR =
TP

TP + FN
(5.8)

FPR =
FP

FP + TN
(5.9)

5.4 Preliminary Experiments

First, to demonstrate the impact of federated learning, a preliminary experi-

ment is conducted with both datasets. The datasets are divided into two clients, and

a cross-silo horizontal federated learning environment is simulated to train a feder-

ated model. This model’s results are then compared with the results from a global
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centralized approach. Table 5.4 shows the average metric for these experiments after

10 simulations.

The F1-Score is used for the IEEE-CIS experiments and the Accuracy is

used for the Otto Group experiments. The experiment with the Otto Group dataset

shows the same metric for both centralized and federated cases, while the experiment

for the IEEE-CIS dataset shows a lower metric for the federated case. Even though

there is a loss in performance for the IEEE-CIS experiment, this method is capable

of keeping the clients data private.

Table 5.4: Preliminary results from centralized and federated training.

Dataset Centralized training Federated training

Otto Group 0.710 accuracy 0.710 accuracy

IEEE-CIS 0.748 F1-score 0.709 F1-score

5.5 IEEE-CIS Dataset Experiments

The different networks used in this experiment are presented in Table 5.5.

Table 5.5: Number of neurons per layer for the IEEE-CIS dataset.

Network Input Layer Hidden

Layer 1

Hidden

Layer 2

Hidden

Layer 3

Local 256 256 256 -

Global 256 256 256 -

Federated 256 256 256 256

After testing with a different number of layers (3, 4 and 5) and a different

number of neurons per layer (64, 128, 256, 512), the best architecture found for

each model is presented in Table 5.5. Note that the Federated model is divided

into 2 partial models that receive the input variables, each with two layers with 128

neurons, and an aggregation partial model after these, concatenating both previous

outputs, with two layers of 256 neurons. The Local and Global models represent
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the whole model used for the lower and upper bounds, respectively. Table 5.6

summarizes the network parameters used for this simulation.

Table 5.6: Network parameters for the IEEE-CIS dataset.

Parameter Configured Value

Dropout 0.1

Rounds/Epochs per Local Training 30

Epochs per Federated Cycle 2

Learning Rate 0.0003

Loss Function Binary Crossentropy

Hidden Layers Activation ReLU

Last Layer Activation Sigmoid

The results from the IEEE-CIS experiments can be found in Figures 5.2, 5.3

and 5.4.

The 2-step Partial Model Sharing experiments achieved bad performance for

most experiments, with metrics below the lower bound set with local training. For

the experiment with 75% common variables though, it managed to increase the F1-

Score for both clients, as seen in Figure 5.3c. It also managed to slightly increase

the AUC for the experiment with 25% and 50% common variables. The results for

this variant also showed higher variation, as can be seen in Figures 5.3b and 5.4

The 1-step Partial Model Sharing approach, on the other hand, obtained

good results in all experiments. The performance increase was above 30% of the

LUD in all experiments, with a 47% F1-Score increase for the experiment with 75%

of common variables. The F1-Score results for 25% and 50% were very close. The

increase was from 0.679 to 0.680 for client 1 and from 0.669 to 0.675 for client 2,

even though the local results had a greater variation in the same experiments, as

seen in Figure 5.3.

The difference between clients reduced as the number of common variables

increased for both local training and the 1-step variant. Client 1 has a clear ad-

vantage in the 25% experiment, while the metrics are very similar for the 50% and

especially the 75% experiment.

Even though there is a relevant difference of 0.045 from the best F1-Score
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results obtained with the 1-step variant to the upper bound (with 75% of com-

mon variables), if compared with the results obtained with the traditional federated

learning presented in Table 5.4, this difference drops to 0.006.

The 1-step variant also managed to increase the AUC by a large margin for

both clients, from 0.916 to 0.932 for client 1 and from 0.919 to 0.928 for client 2 in

the 75% experiment. This represents a LUD of 69% and 47% respectivelly.
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(a) Results for 81 common variables.

(b) Results for 161 common variables.

(c) Results for 242 common variables.

Figure 5.2: Accuracy results for the IEEE-CIS dataset.
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(a) Results for 81 common variables.

(b) Results for 161 common variables.

(c) Results for 242 common variables.

Figure 5.3: F1-Score results for the IEEE-CIS dataset.
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(a) Results for 81 common variables.

(b) Results for 161 common variables.

(c) Results for 242 common variables.

Figure 5.4: AUC ROC results for the IEEE-CIS dataset.
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5.6 Otto Group Dataset Experiments

The networks used for these experiments are summarized in Tables 5.7 and

5.8, showing the number of nodes in each layer and the network parameters, respec-

tively. These architectures are chosen after testing with a different number of layers

(3, 4 and 5) and a different number of neurons per layer (32, 64, 128, 256), the best

architecture found for each model is presented in Table 5.5.

Table 5.7: Number of neurons per layer for the Otto Group dataset.

Network Input Layer Hidden

Layer 1

Hidden

Layer 2

Hidden

Layer 3

Local 128 128 64 -

Global 128 128 64 -

Federated 128 128 128 64

Table 5.8: Network parameters for the Otto Group dataset.

Parameter Configured Value

Dropout 0.1

Rounds/Epochs per Local Training 50

Epochs per Federated Cycle 2

Learning Rate 0.0003

Loss Function Categorical Crossentropy

Hidden Layers Activation ReLU

Last Layer Activation Softmax

Firstly, it is noticeable that the 2-step approach achieved worse results in all

experiments, getting metrics below the expected lower bound in almost all of them.

The only metric that was increased was the F1-Score of client 1 in the experiment

with 26% common variables, as seen in Figure 5.6a.

The 1-step Partial Model Sharing approach shows similar metrics as the local

experiments, with slightly increases in some experiments. Even though the initial

federated learning experiments for this dataset, shown in Table 5.4, managed to get
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the same results as the centralized experiments, this did not reflect in the proposed

methods.

Overall, the percentage of common variables did not seem to have a direct

impact on the benefits of the 1-step Partial Models Sharing method. Even though

the models with more common variables have better results, this happened for the

local models too, and is due to the fact that the model is working with more data.

When comparing the method’s results to the local results from all experiments, the

metric increase was very similar.
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(a) Results for 10 common variables.

(b) Results for 20 common variables.

(c) Results for 29 common variables.

Figure 5.5: Accuracy results for the Otto Group dataset.
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(a) Results for 10 common variables.

(b) Results for 20 common variables.

(c) Results for 29 common variables.

Figure 5.6: F1-Score results for the Otto Group dataset.

32



(a) Results for 10 common variables.

(b) Results for 20 common variables.

(c) Results for 29 common variables.

Figure 5.7: ROC AUC results for the Otto Group dataset.
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Chapter 6

Conclusion

This study focused on how to improve predictions in a cross-silo federated

learning environment. Specifically when each client has its own dataset, where part

of the variables are present in all datasets, and some are only present in one of the

clients, and there are no common samples among the datasets. This scenario is a

more realistic view of the real world, since different companies do not necessarily

collect the exact same variables.

Thus, a method with two different variants for solving this problem is pro-

posed, the Partial Model Sharing, with the 1-step approach and the 2-step approach.

The first one is a federated learning method where only a part of the model is shared

with the server, while the second one is a 2-step federated learning method, where

the clients train a model collaboratively first, and then use this model as part of a

larger model, training it locally.

The 1-step variant did improve almost all of the experiments. The results

show that the success of this technique is highly dependent the data, with results

from the IEEE-CIS dataset improving much more than the results from the Otto

Group dataset. Overall, the experiments showed that this is a valid technique to

improve predictions in federated learning environments with heterogeneous data

among clients. The 2-step variant did not manage to improve results in either

dataset in almost all experiments.
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6.1 Future Directions

For the future, there are three interesting directions. The first one is to

experiment with both proposed methods with more datasets, in order to determine

how the different variable distributions impact the prediction of the final model.

This could clarify in which cases these methods are interesting to adopt. Another

one is to experiment with different architectures for both variants, especially for the

2-step approach, which did not yield satisfactory results. The last one is to evaluate

different federated learning aggregation algorithms applied to the learning methods

proposed, which could also improve prediction results.
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