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Abstract—Pedestrian detection is a critical task for ensuring
safety in autonomous driving and advanced driver assistance
systems (ADAS), as accurate and rapid detection can prevent
accidents and protect vulnerable road users. This paper evaluates
the performance of Federated Transfer Learning for pedestrian
detection using fine-tuning on a pre-trained model. Federated
learning enables decentralized training on user devices. We com-
pare its performance with centralized learning under challenging
conditions, including small datasets, rainy images, high-speed
vehicle captures, and noisy annotations. Experimental results
show that while both models suffer under these conditions, the
use of client data in federated learning can enhance the size
of the total data used for training across clients. Consequently,
this results in federated learning having a more consistent and
overall better performance than the centralized approach, with
a maximum performance gap of 36.42% observed in high-speed
scenarios.

I. INTRODUCTION

There has been a significant rise in software-defined ve-
hicles (SDVs) and vehicular technologies based on artifi-
cial intelligence (AI), particularly for applications such as
maintenance prediction, driver assistance, and autonomous
driving [1]. AD’s role in these systems continues to grow [2],
driven by industry adoption and governmental regulatory
measures [3]. Nevertheless, the success of Al-driven mod-
els, especially deep learning (DL), typically relies on high-
performance models trained on a large and well curated
dataset [4], with precise annotations.

Modern vehicles generate vast amounts of data which can
enhance Al models. However, concerns over privacy and data
security arise when centralizing such data for training [5].
Federated Learning (FL) offers a solution by allowing decen-
tralized training across devices, preserving privacy while still
enabling the development of robust global models [6]. Despite
addressing the privacy concerns, FL still faces the challenges
of developing annotations over the local datasets and conduct-
ing training on edge devices with limited computation.

As a solution, Federated Transfer Learning, paired with
fine-tuning, allows pre-trained models to adapt to new con-
texts, reducing the need for extensive data collection and
accelerating model development [7]. This is particularly im-
portant in vehicular scenarios with limited availability of well-
annotated data and computational limitations [8].

While research has explored FL in vehicular contexts [9],
many studies rely on non-vehicular datasets or assume ideal
conditions [10], which may limit their applicability in practical
scenarios. This paper addresses this gap by evaluating FL for

pedestrian detection under adverse conditions such as limited
data, rainy weather, high-speed image capture, and noisy an-
notations, which can reflect the challenges presented in prac-
tical implementations of vehicular federated learning. Using
the ResNet-50 model [11] and the Penn-Fudan dataset [12],
this work systematically tests FL across these scenarios to
assess its viability for realistic applications, comparing its
performance to that of centralized models. The results show
that adverse image conditions can have a significant impact in
performance for pedestrian detection. Additionally, federated
learning leverages client data for training. This can potentially
increase the total volume of data used, and can result in a more
consistent and better performing global model when compared
to the centralized approach.

This paper is structured as follows. Section II reviews the
work on federated learning vehicular applications. Section III
explains the methodology employed in this work, including
the development of the federated framework, the selection of
the model and dataset, the task formulation and the experimen-
tal implementation details. Section IV presents performance
results of the training strategies under different conditions.
Section V concludes the work and outlines future research.

II. RELATED WORK

Research on Federated Learning (FL) revolves on a wide
range of goals, including improving model performance, client
selection strategies [13], [14], introducing new aggregation
algorithms [15], [16], and enhancing communication frame-
works [17], [18]. This work focuses on pedestrian detection
in vehicular scenarios with adverse images conditions, while
also using a lightweight computational intensive model which
can be favorable for vehicular deployment.

The foundational FL paper [6] introduced three lightweight
models: a multilayer perceptron (~200,000 parameters), a
CNN (1.67 M parameters), and an LSTM (870,000 parame-
ters). While these models are small compared to VGG16 [19]
(138 M parameters) and AlexNet [20] (60 M parameters), they
are not designed for vehicular applications. Instead, the tasks
performed were image classification on CIFAR-10 [21] and
language modeling on Shakespeare’s works [22]. The models,
while suitable for embedded devices, lack direct applicability
to vehicular tasks, underscoring the need for more relevant
benchmarks.

In the vehicular context, a communication-efficient frame-
work for FL is proposed in [23], focusing on training and



aggregation strategies to accelerate convergence. Despite its
emphasis on vehicular applications, the paper evaluates non-
vehicular tasks: image classification on MNIST [24], FEM-
NIST [25], and a synthetic dataset. In [26], a federated
learning framework is analyzed considering the mobility
of vehicular networks. Based on mobility simulations from
different regions, the authors evaluate the effects of client
intermittent participation due to the different traffic patterns
observed. For the analysis, the paper also considers an image
classification task over the MNIST dataset. Despite addressing
the vehicular federated learning domain, these papers conduct
the analysis over other aspects of vehicular application, not
necessarily focusing on vehicular tasks over adverse data
conditions.

A FL approach considering vehicular tasks is proposed
in [9], which explores image classification using a CNN
(275,000 parameters) trained for traffic sign classification
on the BelgiumTSC dataset [27]. While the model is well-
suited for embedded vehicular applications, the task is simple,
involving only image classification. Realistic vehicular appli-
cations require object detection first, identifying and localizing
relevant objects (e.g., traffic signs, pedestrians, other vehicles)
within the scene before any classification takes place. There-
fore, evaluating FL in the context of object detection would
provide a more comprehensive assessment of its effectiveness
in realistic vehicular applications.

Elbir et al. [28] consider 3D object detection in vehicular
tasks. They use top-view images and LiDAR data from the
Lyft dataset [29], employing a U-Net [30] model (~2 M
parameters) to classify objects in the vehicle surroundings.
While this approach offers a more realistic application of FL.
in a vehicular context, it still lacks the use of transfer learning,
which could potentially reduce the computational burden in
vehicles regarding data collection and training time [7].

In [10], transfer learning is applied to a vehicular object
detection task using the KITTI dataset [31], detecting eight
classes, including cars, pedestrians, and cyclists. The model
used, YOLOV3 [32] (~65 M parameters), poses challenges for
real-time, embedded applications due to its size. Moreover, the
assumption that each client has access to 1,870 well-annotated
images overlooks the difficulties in generating such datasets
at scale, especially considering the challenges of accurate and
consistent annotation. This paper highlights the gap between
ideal scenarios in research and practical deployment, where
data scarcity and annotation issues can significantly impact
performance.

In this paper, we address these gaps by evaluating FL
under more realistic vehicular conditions. First, it focuses
on pedestrian detection, a crucial task for vehicle safety, as
opposed to general image classification tasks in [6] and [23].
Second, it incorporates transfer learning and fine-tuning to
address some critical challenges in real-world deployments:
the limited availability of well-annotated data and compu-
tational resources on the client side, unlike [28] and [9].
Transfer learning helps mitigate these issues by leveraging
pre-trained models such as ResNet-50 [11] that are trained

on large datasets such as ImageNet [33], allowing the use
of smaller, more efficient datasets for fine-tuning. Third, it
uses a smaller, more efficient network for object detection
that is better suited to embedded systems, improving on the
larger models used in [10]. The final aspect is the evaluation
over different image conditions, reflecting practical challenges
in image acquisition and dataset generation by the client.
The main contribution of this paper is to evaluate the FL
framework over all the above aspects combined, with the goal
of approximating FL research for vehicular applications to
more realistic deployment scenarios.

III. METHODOLOGY

This section presents the methodology used in evaluating
the FL framework for pedestrian detection under realistic con-
ditions. In the following, we review in details the framework,
task, model, dataset, metrics, and tools used.

A. FL Framework

Our FL framework follows a conventional approach with
pre-trained initial parameters, as outlined in [6]. The architec-
ture of the framework is shown in Figure 1.
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Fig. 1: FL with initial parameters framework.

In this setup, all clients — illustrated as the vehicles — share
the same Faster R-CNN architecture, detailed in Section I1I-B,
and are initialized with identical pre-trained parameters. Each
client maintains its own distinct local dataset, independent of
other clients, which serves to fine-tune the model to reflect
domain shifts from the pre-training dataset.

At the beginning of each communication round, clients
perform local training using their datasets, illustrated by the
Client Local Images in Figure 1, for a predetermined number
of epochs. Once local training is completed, clients send
their updated model parameters to a centralized server, which
aggregates these parameters using the FedAvg algorithm to
produce a global model. The updated parameters of this global
model are then distributed to the clients, which update their
local models accordingly.

The FL framework used is synchronous, meaning that
all clients participate in training rounds simultaneously and
send their updated parameters to the centralized server in
a coordinated fashion. At each round, all available clients
contribute to the training process, ensuring full participation
in each iteration.



B. Model

The model selected for this work is ResNet-50, a widely
adopted architecture known for its balance between per-
formance and computational efficiency [11]. ResNet-50 has
demonstrated strong capabilities in image classification tasks
and is particularly well-suited for mobile and embedded
applications due to its moderate size and reasonable com-
putational demands. In vehicular systems,devices may have
limited processing power and memory constraints [34].

Moreover, we employ transfer learning to adapt ResNet-
50 for the pedestrian detection task. By using pre-trained
weights from large datasets such as ImageNet, the model
benefits from learned features that generalize well to new
environments, reducing the need for large annotated datasets
from the vehicular domain. This approach not only accelerates
the training process but also enhances model performance in
scenarios where collecting well-annotated, real-world data is
challenging.

For the object detection task, ResNet-50 serves as the
backbone for the Faster R-CNN architecture [35]. Faster R-
CNN improves upon previous object detection models by
incorporating a Region Proposal Network (RPN) that gen-
erates potential object regions directly from feature maps.
This eliminates the need for separate region proposal steps, as
observed in architectures such as the Fast R-CNN [36] and R-
CNN [37]. In these previous architectures, the region proposal
was based in the selective search algorithm, that iteratively
segmented the image following similarity metrics to define
the regions of interest. In the Faster R-CNN this algorithm
is replaced by the Region Proposal Network which is based
on the convolutional feature maps provided by ResNet-50
backbone network. This optimizes the detection process and
improves computational efficiency.

After generating region proposals, Faster R-CNN applies a
classifier and a regressor to each region, refining the bounding
boxes and assigning class labels. This architecture achieves a
balance between accuracy and speed, making it well suited for
real-time applications in vehicular systems. Using this frame-
work, the model can efficiently detect pedestrians, maintaining
performance while operating within the resource constraints
of embedded systems typically used in vehicles.

C. Dataset

The Penn-Fudan dataset [12], consisting of 170 images
with 345 labeled pedestrians, is used for pedestrian detection
in this study. Each image contains at least one pedestrian
captured in realistic urban environments such as sidewalks
and street crossings. Although the images are not taken from
a car-mounted camera, they are taken from a perspective that
closely mimics that height, making them suitable for vehicular
applications. Figure 2 shows example images from the dataset.

Despite its modest size, the dataset is sufficient for transfer
learning, particularly in the case of object detection tasks, in
which pre-trained models can be fine-tuned to perform well
even with limited data. This is crucial in real-world vehicular

Fig. 2: Example images from the Penn-Fudan dataset.

scenarios, where privacy concerns may require clients to anno-
tate their own data, often leading to smaller, more fragmented
datasets. Thus, using a smaller dataset aligns with the practical
limitations of vehicular systems, in which clients may not have
access to large-scale, fully-annotated data collections.

D. Task

The task considered is pedestrian detection under adverse
image conditions, which is a relevant application in the
vehicular domain, as pedestrians are classified as Vulnerable
Road Users (VRUs) according to Annex II of the EU ITS
Directive [38]. These systems are particularly important in ur-
ban situations, where pedestrian-vehicle interactions can often
lead to accidents. By providing early detection of pedestrians,
they can help reduce accidents and improve the safety of
both pedestrians and drivers, as highlighted by studies on
pedestrian fatality in traffic accidents [39]. In autonomous
vehicles or driver assistance systems, such detection can
trigger alerts or automatic interventions, contributing to safer
roads, especially in complex urban environments.

The task is further divided into five distinct scenarios in
order to simulate different conditions in the real world:

1) Ideal scenario: Pedestrian detection under ideal con-
ditions. This scenario includes varying lighting, perspective
shifts, and minor image distortions that mimic typical realistic
variations, such as different camera models and lighting
conditions throughout the day.

2) Reduced scenario: Pedestrian detection with a signif-
icantly reduced dataset. This scenario simulates situations
where even more constrained resources limit the availability of
labeled data, a common challenge in FL environments where
clients must annotate their own data.

3) Heavy-rain scenario: Detection of pedestrians under
heavy-rain, representing challenging weather scenarios that
are often encountered in urban driving.

4) High-speed scenario: Detection of pedestrians in im-
ages captured at high speeds, simulating rapid motion in
vehicular contexts.

5) Imprecise labels scenario: Pedestrian detection with
imprecise bounding boxes, reflecting errors in manual or
automated data labeling processes.

In order to generate the datasets for each scenario and to
reflect the realistic challenges that are typically encountered
during the process of collecting data, augmentation techniques
are applied to the Penn-Fudan dataset, described next.



E. Data Augmentation

Given the limited size of the Penn-Fudan dataset, augmen-
tation is crucial for expanding the dataset and addressing
the reduced number of images available for each client in
a federated learning setup. In order to do so, a set of
semantic-preserving transformations is employed using the
Albumentations library, including horizontal flips, random
brightness, contrast adjustments, gamma corrections, and opti-
cal distortions. These transformations help generate additional
data while preserving the variability expected in real-world
scenarios, ensuring a more robust training process despite the
initial dataset limitations.

The data augmentation transformations can be classified
into two categories: pixel-level and spatial-level. Pixel-level
transformations affect individual pixels, resulting in modifi-
cations to the input image while leaving the input targets,
such as bounding boxes, unaltered. In contrast, spatial-level
transformations alter the arrangement of pixels in the image,
requiring the same exact transformations for both the input
image and the targets.

1) Ideal scenario: Data augmentation is applied to simu-
late an ideal pedestrian detection scenario, where variations
in brightness, perspective, and minor distortions are expected
due to different cameras or conditions (see Figure 3).

2) Reduced dataset scenario: This scenario reflects a
situation in which clients provide a limited number of labeled
images for training purposes. In this case, the dataset is
reduced by one fifth of the original number of images (120),
leaving each client, as well as the centralized approach, with
only 24 images for fine-tuning. In this setting, the same
transformations as in the ideal scenario are made, with the
only difference that the number of available images within
each dataset is reduced.

3) Heavy-rain scenario: This scenario considers heavy-
rain conditions. The data transformation is the addition of rain
on every picture, as illustrated in Figure 4. The addition of
rain is achieved by superimposing semitransparent streaks on
the image, achieved through a Albumentation library function.

4) High-speed scenario: Motion blur is added using the
previously referenced library with the objective of emulating
the conditions that would be observed in images captured at
high speeds or camera shake, as illustrated in Figure 5. This
visual effect occurs when objects in a scene move during
the exposure of a photograph, resulting in streaks or blurring
along the direction of motion.

5) Imprecise labels scenario: Imprecise bounding-boxes
are introduced, simulating annotation errors commonly en-
countered when generating ground truth data. This was
achieved by applying slight optical distortion transformations,
based on the bicubic interpolation, with a distortion limit
of 0.5. This transformation is applied only to the masks
(see Figure 6), not to the image, to simulate poorly labeled
annotations.

F. Implementation Details

1) Coding Environment: This project leverages the Flower
Framework for implementing federated learning (FL), al-
lowing efficient coordination between multiple clients. The
framework simplifies the use of the Federated Averaging (Fe-
dAvg) algorithm, ensuring that training is conducted without
sharing sensitive data. Its flexibility and ease of use are critical
for managing the non-IID data distributed among clients,
enhancing model generalization across different data sources.

As seen in II-El, the Albumentations library was em-
ployed for data augmentation. It is a widely used tool in
research areas related to computer vision and deep learning
[40], offering a variety of augmentation techniques, such as
brightness, contrast, and geometric transformations (e.g., flips,
rotations). These augmentations increase the variability of the
data, improving model robustness and reducing overfitting
without needing additional pre-process steps over the datasets,
a feature especially useful in federated learning setups.

2) Centralized Training Baseline: The centralized training
process serves as the baseline for performance comparison.
It utilizes Stochastic Gradient Descent (SGD) with an initial
learning rate of 0.005 and a StepLR scheduler that adjusts the
rate after a fixed number of epochs. This approach enables
fine-tuning and effective convergence over 100 epochs, which
was empirically observed to be sufficient for the model to
converge across all simulations. The step-wise learning rate
decay helps mitigate overfitting and stabilizes the optimization
process.

Evaluation of the centralized model occurs on the separate
test set, with the model’s performance tracked across epochs
to ensure consistent improvements. By adjusting the learning
rate dynamically, the model can achieve competitive perfor-
mance while maintaining training efficiency, especially when
working with diverse image augmentations.

3) Federated Training Setup: To maintain comparability
with the centralized model, the federated learning setup mir-
rors the same training approach, applying local SGD on each
client. The key difference is that data is partitioned among
5 clients, with each performing local training for 10 epochs
before averaging models globally after each communication
round. This process continues for 10 rounds, summing to
a total of 100 epochs, equivalent to the centralized training
duration.

Data augmentation is crucial in federated learning, as it
ensures that each client’s model receives sufficient variation
in the training data despite the partitioned dataset. By using
the same data augmentation techniques applied in centralized
training, federated learning can better generalize across the
distributed data sources and achieve competitive performance.

4) Data Splits and Distribution: The simulations, con-
ducted across a variety of scenarios, explore the efficacy of
different dataset partitions in assessing the performance of
both centralized and federated learning (FL) approaches. It
is important to note that, for each scenario, the same test
set is used between the evaluation of the centralized and
federated approaches. In the Ideal scenario, both centralized



(a) Original. (b) Horizontal flip.

(c) Random Brightness.  (d) Random Contrast.

(e) Random Gamma. (f) Optical Distortion.

Fig. 3: Example images of augmented Penn-Fudan under ideal conditions.

Fig. 4: Example images of augmented Penn-Fudan dataset
under heavy-rain conditions.

SERF

Fig. 5: Example images of augmented Penn-Fudan dataset
under high-speed conditions.

and federated learning (FL) models are trained on the same
total amount of data, ensuring no shortage of images within
the data distribution. For instance, if the centralized model
has access to 1,000 images and the FL framework involves
10 clients, each with 100 images, both approaches process a
total of 1,000 images. This serves as a baseline for evaluating
how the models perform when the dataset is evenly distributed
across clients, ensuring that both centralized and federated
learning (FL) models are exposed to an equal volume of data.

In the non-ideal scenarios, the datasets are proportionally
reduced for both centralized and FL models. Consider a
situation with a domain shift, where new data distribution
is introduced and the centralized model only has access to
limited well-annotated data, 100 images for example. In this
case FL gains a significant advantage by accessing the new
data distribution through each client and aggregating their
respective models. If each of the 10 clients in the FL setup
also provides 100 images from this new context, the FL
model considers the 1,000 images in total, 10 times more
than the centralized model. This allows FL to exploit its
ability to combine data across clients, potentially improving
performance by leveraging a larger, more diverse dataset [41].
One of the primary challenges in these non-ideal conditions
is the limited availability of annotated data, as acquiring

Fig. 6: Example images of augmented Penn-Fudan dataset
under imprecise labels conditions.

annotations from client-side environments can be difficult.
Moreover, in embedded scenarios, such as those encountered
in vehicular applications, the need to minimize resource
utilization (e.g., processing power and storage) represents a
substantial challenge.

The bottlenecks (i.e., limited annotated data and constrained
client resources) are of critical importance in the comparison
between centralized and federated approaches. While the
centralized model may be unable to provide an adequate
representation of the new data distribution due to a lack of
sufficient images, the federated model is capable of leveraging
local client data to mitigate this issue. In scenarios where
data is scarce and resources are constrained, FLL can offer a
significant advantage by leveraging custom local data from
multiple clients, thereby augmenting the overall dataset and
improving model performance through client collaboration.

For further clarification, the datasets scheme is depicted in
Fig. 7. The process begins with the Ideal conditions dataset,
which undergoes data augmentation to provide a larger dataset
for training. All non-ideal datasets, illustrated by the Non-
ideal conditions box, inherit these transformations from the
ideal conditions dataset, while also experiencing a reduction
in size. After this dataset reduction step, additional adverse
image conditions are introduced, denoted by the individual
Scenarios transformations box, which includes high-speed
vehicle motion, rainy weather, and relaxed annotation masks.

5) Evaluation Criteria: The evaluation criteria adopted in
this study align with the standard practices from major object
detection challenges, such as COCO and Pascal VOC. The
primary metric used is the average precision (AP), which is
calculated from the Precision-Recall curve. In this work, the
Intersection over Union (IoU) threshold of 50% is applied,
reflecting common evaluation practices [42]. Detection is
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Fig. 7: Transformations and dataset size inheritance scheme.

considered successful when the overlap between the predicted
and ground truth bounding boxes exceeds the threshold.

To compute these metrics, we used the open-source tool
developed in [43], which is widely used in similar studies.
Since this work focuses on a single class (Pedestrian), the
mean Average Precision (mAP) simplifies to the AP, making
it easier to interpret the performance of the detection model.

IV. RESULTS

This section is structured to provide a comprehensive
comparison of centralized and federated learning (FL) models
under different scenarios. The simulations are divided into the
five different conditions (defined in III-D) for both centralized
and federated setups. It is important to note that in all
simulations, “Epoch 0” (or “Round 0” for FL) refers to
the model’s initial performance, with weights pre-trained on
ImageNet before any further training on the proposed datasets.

A. Ideal scenario

This simulation considers the scenario over Ideal Condi-
tions, comparing the performance of the FL task and its com-
patible centralized version. In this case, centralized training
often sets the upper bound for performance, as it processes
the entire dataset in one model, while FL distributes it across
multiple clients [44].

The variation in performance across the epochs and the
final converged mAP value demonstrate the efficacy of the
fine-tuning process for the specified task under optimal
conditions, illustrated in Figure 8. Notably, the zoomed
section in the figure highlights the nearly identical behavior
of the centralized and federated models, both of which
achieve near-perfect mAP scores. Therefore, under ideal
conditions, the task becomes overly straightforward for both
centralized and federated models. This is evident when the
rate of convergence of the models over 10 epochs — which
is equivalent to one round in the FL training — is analyzed.

mAP

Centralized ideal conditions
—e— Federated ideal conditions

30 40 50 60 70 80 90 100
Epochs

Fig. 8: Mean average precision in ideal conditions.

In this regard, this initial simulation is noteworthy as it
suggests the viability of transfer learning with fine-tuning for
the specified task and serves as a benchmark for subsequent
simulations under non-ideal conditions.

B. Reduced dataset scenario

The results for the Reduced dataset scenario, as depicted
in Fig.9, show the model’s performance under the same ideal
conditions as in Fig.8, but with fewer images available for
training. Despite the reduced dataset, both centralized and
federated learning (FL) approaches maintained high mAP
scores, indicating the effectiveness of fine-tuning a pre-trained
model even with limited data.

However, FL outperformed the centralized approach,
achieving a mAP of approximately 98.4%, compared to 92.8%
in centralized training. This performance boost is attributed
to FL’s aggregation mechanism, which allows the model to
leverage data from multiple clients, effectively increasing the
dataset size and enhancing the model’s ability to generalize.
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Fig. 9: Mean average precision under reduced dataset condi-
tions.

It is also interesting to notice that, in both cases, the
convergence speed is reduced when compared to the ideal



conditions, taking approximately 20 epochs, which is also
expected for a smaller dataset.

C. Heavy-rain conditions scenario

In the Heavy-rain scenario (Fig. 10), both centralized and
Federated approaches maintain a high mAP, with Federated
learning achieving approximately 97.5% and centralized train-
ing reaching around 95.9%. The slight edge in FL perfor-
mance can be attributed to the aggregation of client data,
which effectively increases the dataset size, enhancing the
model’s ability to generalize.

Interestingly, the Federated learning curve shows a
convergence rate and final mAP similar to the Reduced
dataset scenario (Fig. 9), suggesting comparable task
complexity. However, the centralized model sees a noticeable
improvement in performance and convergence speed in the
rainy conditions compared to the reduced dataset scenario.
This highlights that FL is more robust to context changes
when considering the increase of dataset due to the use
of client data, maintaining consistent performance, while
centralized training shows greater variability across different
scenarios.
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Fig. 10: Mean average precision under heavy-rain conditions.

D. High speed scenarios

In the High speed dataset scenario (Fig. 11), both central-
ized and Federated approaches experience a notable drop in
performance, highlighting the increased difficulty of the task.
The Federated learning model converges more slowly, taking
approximately twice as long as in previous scenarios, and
achieves a lower mAP of around 88%. Despite the advantage
of dataset augmentation through aggregation, the challenging
nature of the task significantly impacts performance.

For the centralized model, the results are even more con-
cerning. While its initial performance mirrors that of the
Federated model during the first 20 epochs, the mAP saturates
at approximately 52% thereafter. This sharp decline in per-
formance can be attributed not only to the task’s complexity
but also to the limited dataset size, which leads to overfitting.
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Fig. 11: Mean average precision under high speed conditions.

Thus, the centralized model lacks sufficient data to adequately
capture the distribution of high-speed scenarios, severely
hindering its ability to generalize effectively.

E. Imprecise labels scenario

In this scenario, the ground-truth annotations were inten-
tionally distorted to simulate realistic conditions where clients
may inaccurately label objects. This can occur due to manual
annotation errors, limitations of automated tools, or even
intentional inaccuracies. These distortions affect the bounding
box’s position and size, introducing mismatches between the
annotated and actual object locations.

As shown in Fig. 12, the performance drop is less severe
than in the High speed dataset scenario (Fig.11) but still
noticeable compared to the Ideal scenario. The Federated
approach sees a reduction in mAP to around 92.2%, while
the centralized model’s mAP falls slightly lower, to 91.5%.
Despite these decreases, both models maintain a relatively
high performance above 90% mAP. This suggests that au-
tomated or imperfect annotation systems could still be viable
in scenarios where client-generated annotations are prone to
errors, though the close performance between centralized and
Federated methods raises questions about the specific benefits
of Federated learning in this context.

A more detailed examination of those results can be found
in Table I, which provides a comparative insight into the per-
formance of the two learning approaches under the different
conditions.

The table emphasizes some important trends. In ideal
conditions, the performance difference between centralized
and federated models is statistically insignificant, with both
achieving near-perfect mAP scores. This indicates that when
the dataset is fully available and consistent, federated models
are just as effective as centralized, corroborating the assump-
tion that both methodologies should converge similarly in
optimal circumstances.

In more challenging scenarios, however, FL is demonstrated
to have a clear advantage, with an average improvement of
8.38 mAP across all conditions. This is achieved through
the aggregation of data from multiple clients, effectively
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Fig. 12: Mean average precision under imprecise labels con-
ditions.

Scenario Centralized Federated (FL - CL)
Ideal 99.82 99.79 -0.03
Reduced dataset 92.52 97.71 +5.19
Heavy-Rain 96.13 97.67 +1.54
High speed 51.82 88.24 +36.42
Imprecise Labels 91.47 92.24 +0.77
Average - - +8.38

TABLE I: Mean Average Precision (mAP) for Centralized and
Federated models under adverse scenarios.

increasing the total amount of training data. Consequently,
the federated model is better able to generalize and maintain
higher accuracy, as evidenced by the improved mAP scores
in these cases. he most notable discrepancy is evident in
the high-speed scenario, wherein the centralized model en-
counters challenges in generalization due to the restricted
dataset size, attaining merely 51.82% mAP. In contrast, the
federated model markedly outperforms it with 88.24% mAP,
representing a 36.42% improvement. This underscores FL’s
resilience in dynamically evolving conditions and its capacity
to address more intricate tasks through data sharing across
clients.

V. CONCLUSION

In this paper, we evaluated a Federated Learning (FL)
framework for a pedestrian detection task, comparing it to
the centralized approach across various non-ideal conditions.
Our results show that FL, when combined with fine-tuning on
a pre-trained model, often achieves equivalent performance
relative to centralized training. Moreover, since the FL has
the potential to expand the overall data volume utilized for
client training, this study has demonstrated that it can achieve
superior performance compared to centralized training. In
cases such as reduced datasets or rainy weather, the difference
between FL and centralized models was minimal, suggesting
that for simpler tasks with consistent data distributions, a

centralized approach could be sufficient. However, in more
complex and dynamic scenarios, where data distributions
shift due to shifts in domain, FL. demonstrated an ability
to maintain performance by aggregating information across
diverse client datasets, highlighting its potential for adapting
to realistic conditions.

Future work could explore several avenues to further im-
prove federated learning in vehicular applications. First, test-
ing federated models on additional vehicular datasets or ex-
tending it to other tasks, such as semantic segmentation, would
provide deeper insights into its broader applicability. Second,
using more lightweight neural network architectures could
help evaluate the efficiency of FL in resource-constrained
environments, such as embedded systems in vehicles. Finally,
investigating the effects of heterogeneous data distributions,
especially those resulting from geographic differences or
varying adverse weather conditions, would contribute to un-
derstanding how FL can adapt models to highly dynamic and
diverse real-world scenarios. These extensions will help bridge
the gap between theoretical advances in federated learning
and practical implementations in intelligent transportation
systems.
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