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Abstract—Real-time object detection is a recurring challenge
in the field of computer vision. It is an important task for
many real-time applications, such as trespassing detection or
autonomous driving. However, real-time processing requires high
computational power, increasing the latency of object detection.
Delays can be a critical problem for constrained real-time appli-
cations running on the edge, such as advanced driving assistance.
Therefore, this work proposes a method, called Lightweight Pixel
Difference Accumulation (LWPDA), to reduce the processing
effort by frames which are similar to recently processed ones. To
do this, frames are compared in order to estimate their similarity.
In this work, we compare our method against five different one:
Mean Squared Error (MSE), Structural Similarity Index Measure
(SSIM), ImageHash and Histogram comparison. Our results show
that two of the methods stand out: ImageHash and LWPDA. The
first one was able to reduce the processing time per frame by
approximately 35%, at the cost of 13% accuracy, while LWPDA
reduced processing by 40%, at the same cost of 13% accuracy.

I. INTRODUCTION

The popularization of security cameras has enabled new
applications, notably in the field of public safety. Residential
complexes, houses, offices, and universities have a consid-
erable number of cameras, making the continuous monitor-
ing of footage by human personnel increasingly impractical.
Consequently, numerous research initiatives have emerged that
focus on leveraging computer vision technologies to automate
the analysis of these images [1]. Since these computer vision
models require high computing power to operate, cameras
capture only the videos and send them to the cloud or the
edge for processing. Nevertheless, network latency and video
frame processing time can hinder this strategy for real-time
applications. Some examples of such applications are public
safety, assisted driving, and access control. Another important
aspect is that these tasks can be resource-hungry, creating a
need for hardware and energy that might be unattainable on
the edge as the number of cameras grows.

A possible strategy to reduce processing latency and com-
puting resources needed is to reduce the number of frames
processed by the object detection algorithm. This reduction
is based on two important ideas: the first is that video frames
are associated with a context [2]. The second is that sequential
frames are often similar, indicating that processing them can be
a computational waste. Thus, by comparing the last processed
frame with subsequent ones, it is possible to distinguish which
frames should or should not be processed by the object

detection algorithm. The frames not processed are deviated
from the processing pipeline and are considered to be equal
to the last processed frame. This situation creates a trade-off,
since the number of deviated frames decreases the resource
usage and the latency but can decrease the performance of the
computer vision models. Therefore, the comparison between
frames should ideally deviate frames that are similar from the
computer vision algorithm point of view and, at the same time,
preserve frames that are different.

In this paper, we propose a method, called Lightweight
Pixel Difference Accumulation (LWPDA), to perform frame
comparison for frame deviation in object detection tasks 1. We
compare LWPDA with four other methods found in the litera-
ture: Mean Squared Error (MSE), Structural Similarity Index
Measure (SSIM), ImageHash, and Histogram comparison. We
propose a video processing pipeline that uses YOLOv8 [3] as
an object detection framework. Then, we process the videos
from ImageNet VID [4] dataset, using the chosen methods to
deviate the frames, with varying similarity thresholds for devi-
ation, finding different trade-offs between processing latency
and fidelity to the original framework. For instance, we found
out that LWPDA can deviate 55% of the frames, reducing the
processing time in 41%, while losing 13% of object detection
accuracy.

In the literature, it is possible to find works that aim to
reduce the processing time of object detection tasks. These
works either aim to speed up the object detection tasks [5]–[8]
or to deviate frames disregarding the impact to object detection
performance [9]. It is also possible to find works that employ
machine learning models to deviate from the frameworks,
without focusing on the similarity metric [10]. To the best
of our knowledge, there is no work investigating the impact of
different similarity functions on both the processing time and
the accuracy of the object detection.

The structure of this paper is organized as follows. Sec-
tion II discusses other studies already carried out on object
detection and ways of reducing the processing delay. Later, in
Section III, the delay problem is discussed. Section IV explains
the implementation of frame comparison and its application.

1Some fragments and ideas of this work are based on our preliminary paper
(https://sol.sbc.org.br/index.php/courb/article/view/29990/29797), published in
Portuguese in a Brazilian workshop. This utilization is permitted by the
Brazilian publisher, as seen in https://sol.sbc.org.br/index.php/indice/conduta



Next, in Section V, experiments is presented to validate the
proposal, detailing the experimental methodology and then
the results in Section VI. Finally, conclusions are presented
in Section VII.

II. RELATED WORK

In order to solve the problem of delays in real-time pro-
cessing, various studies have been carried out with different
proposals to reduce the time taken to detect objects. We can
divide the proposals to make this processing faster into two
categories. The first category consists in the optimization of the
detection algorithm. In this first category, it is possible to find
solutions that shrink the neural network or adapt the model for
certain cases, such as machines without GPUs. In the second
category, there are ways outside the detection algorithm to
reduce unnecessary processing. In this context, it is possible
to find works that aim to optimize the detection algorithm
used on the video frame flow [9] or select frames to reduce
redundant processing [10].

A. Optimization of the detection algorithm

The majority of the detection algorithms use deep learning
to detect objects. YOLOv8 [3] is a widely used framework
for object detection from static images and videos. The wide
adoption of different version of YOLO attracts the attention of
the scientific community, motivating improvement proposals.
For this reason, it is possible to find in the literature works that
aim to reduce the processing latency by reducing the neural
network that performs the detection.

A common approach is to reduce the number of layers
of YOLO. YOLO-LITE is an object detection algorithm for
machines without GPUs. The algorithm uses a neural network
with a small number of layers (when compared to other neural
networks used for similar tasks) and avoids the batch normal-
ization procedure, which can be resource-intensive [6]. YOLO-
NAS [11], created by SuperGradients, optimizes YOLOv8
considering compilers and quantization. YOLO-NAS uses se-
lective quantization to improve the execution time of the model
with no inference performance reduction. Edge YOLO reduces
the number of convolutional layers and merge different parts
of the original YOLO architecture into single layers or sets of
layers [8].

Some works use different strategies to reduce the num-
ber of parameters or YOLO. Fast YOLO [5] applies the
evolutionary deep intelligence framework [12] to reduce the
number of parameters from YOLOv2, reducing the processing
time. Frankle and Carbin also improve the processing time
by reducing the number of parameters of a neural network.
They use the lottery ticket concept and search, inside a
neural network, a sub-network that has similar results to the
complete network [13]. Tinier-YOLO [7] reduce the number
of parameters by replacing the convolutional layers with fire
modules. The fire modules are very dense layers that demand

less computational power than the convolutional layers, but
that can provide similar object detection performance.

There are other methods applied in deep learning in general,
not necessarily to YOLO, to reduce the processing time. An
example is the utilization early exits, in which the deep neural
network (DNN) can stop inference earlier (i.e., in intermediate
DNN layers) if the classification attains a certain confidence
level [14].

In this paper, we focus on strategies for frame selection
rather than strategies to optimize the detection algorithm. It is
possible to combine strategies to reduce the processing time
of object detection with a frame selection strategy, obtaining
advantages from both.

B. Frame selection for object detection

Object detection algorithms are often resource-hungry and
take an amount of time that can cause problems to edge
computing applications. To circumvent this problem, some
works propose a filter that selects only part of the frames of
a video to run the object detection algorithm. In this case, the
videos arrive at the filter with a certain frame rate, and some
frames are not analyzed by the object detection algorithm.
These strategies propose filters that are lighter than the object
detection algorithms and can filter a significant amount of
frames. The algorithms find a trade-off between execution
speed and detection accuracy.

When a frame is captured and sent to YOLO, it is queued
until the neural network is available. The work by Lee and
Hwang [9] monitors this queue and deviates frames when
the queue is full. Their work does not take into account the
performance of the object detection, just the state of the queue.

Arefeen et al. propose FrameHopper [10], a reinforcement
learning-based strategy to select the frames for object de-
tection. Their algorithm also decides how many frames can
be deviated after a certain frame is processed. Luo et al.
propose a similar strategy, that employs a Siamese network to
estimate the similarity between consecutive frames and decide
whether a frame should go through the whole object detection
pipeline [15].

In this paper, we propose a lightweight method to evalu-
ate frame similarity and compare it with different similarity
metrics regarding their latency reduction and detection perfor-
mance loss.

III. THE DELAY PROBLEM

A video can be defined as a stream of frames in time. Real-
time object detection requires processing the images of the
frames. For object detection applications in videos, the delay
is the time elapsed from when an image is captured to the
instant at which a user receives the result of which objects
of interest are present in the image. Figure 12 illustrates the
processing sequence considered in this work. In the general

2Figure with icons made by Freepik, from Flaticon.com.



case, algorithms for detecting objects in images, such as
YOLOv8 [3], receive a video frame by frame and use a queue
to accumulate the received frames. The frames are consumed in
First-In-First-Out fashion by a DNN, that identifies the objects
in each frame and send them to the marking module. The
marking module marks the objects using bounding boxes. At
the end, the video is made available to end users. The video is
treated as a stream of frames, so that each frame is processed
separately and sent forward in the pipeline independently, but
preserving their order.

The frame rate per second (FPS) required by applications is
defined based on the speed of the objects to be detected, as well
as the positioning of the video capture in relation to the objects.
For example, pedestrian counting applications may need frame
rates of 2 or 3 FPS, while autonomous cars may need rates of
10 FPS or even higher [9]. Commercial cameras usually have
constant capture rates, which means that the capture time is
the same for each frame. However, the processing time for
object detection differs for each frame. In the general case,
the time it takes to capture a frame is much less than the time
it takes to find objects of interest in the frame, meaning that
the internal queue of image processing algorithms can grow
indefinitely [9].

Delay is a common problem in video processing and refers
to the time elapsed between the occurrence of an event whose
images have been captured and its display. In the case of real-
time object detection applications, the delay is the time interval
between the moment an object enters the field of view of the
camera capturing the images and the moment the user receives
the result of which objects are framed by the camera. Several
factors can increase the time between capturing an image and
displaying it, such as sending it over the network, encoding
and decoding. In this work, only the delay caused by object
identification processing is considered.

To establish a general model for the delay caused by object
identification, it is assumed that the cameras have a constant
frame capture rate txcam. Therefore, the interval between
frames is (txcam)−1. It is also assumed that these frames are
received by the object identification algorithm at the same rate
and with negligible communication delay. The frames received
by the detection algorithm are placed in a queue and processed
on a first-come, first-served basis. When processing a qi frame,
the object detection algorithm uses the frame as input for a
DNN, which takes tp(qi) to process qi. It is assumed that the
result is delivered to the user with negligible delay.

When the queue is empty, the delay d(qi) of a frame qi
is only tp(qi). However, when the queue has frames to be
processed, the delay d(qi) is given by the expression:

d(qi) =
i∑

n=j

(txcam)−1 − tp(qn), (1)

with qj being the oldest frame in the queue.

Figure 2 illustrates the situation in which tp(qi) > tx−1
cam.

This difference generates an increase in the queue and a
growing delay between the objects in the scene and the result
of detecting them. In this work, the delay is reduced by
reducing the processing time of some frames, preventing them
from being processed by the detection algorithm. Thus, the
frames are not queued, which reduces the delay.

IV. FRAME DEVIATION BY SIMILARITY

Delays resulting from the detection of objects in videos can
be a problem for applications that require real-time object
detection. Section III discusses the delay model considered
in this work. To reduce the delays between capturing the
video and delivering the object detection result, this work is
based on the idea that processing similar frames essentially
means extracting redundant information. In other words, when
two very similar images are sent to the neural network, the
bounding box outputs of each image will also be very close,
at the cost of processing two frames.

A. Studied Frame Flow
This work studies the frame flow illustrated in Figure 32.

It receives the qi frame from a video and compares it to the
last frame already processed, called qref . If qi is considered to
be similar to qref , then qi is marked with the same bounding
boxes obtained when processing qref and sent to the output.
If qi is not considered similar enough to qref , it is sent
for processing by the neural network and becomes the new
qref . We obtain the similarity from the functions detailed in
Section IV-B.

A frame can only be analyzed after the frame before it has
been displayed, which means that the YOLO queue can only
behave in two ways. The first is when qi is similar to qref
and therefore the queue is empty. The second is when qi is
considered to be different, then the queue will only have the qi
frame. In this way, the delay function expressed in Equation 1
tends to be reduced, since the delay tp(qi) will not occur in all
frames, due to the deviation. Therefore, those that would be
queued are processed more quickly by running Algorithm 1.

To decide whether one frame is similar to another, this
work uses some functions to measure the similarity between
images. These functions are: SSIM [16], ImageHash [17],
Mean Squared Error (MSE), Histogram [18] and LWPDA. We
detail them in the following section.

B. Similarity Functions
Algorithm 1 illustrates the operation of the comparison

module studied in this work. The module receives the reference
frame qref , the current frame qi and a threshold l. It uses
some similarity function similarity_function to compare the
frames and returns True or False, depending on whether the
frames are similar or not.

The threshold l can vary from 0 to 100%, where 100% is
the maximum value that the comparison metric can reach. We
detail the similarity functions next:
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Algorithm 1 Frame comparison module
1: function COMPARE(qref , qi, l)
2: similarity ← similarity_function(qref , qi)
3: if l ≤ similarity then
4: Return True
5: else
6: Return False
7: end if
8: end function

• Mean Squared Error averages the squared difference
between the values of each pixel. The maximum value of
this function happens when two images are completely
different, in which case the difference between the pixel
values reaches 255. Thus, the Mean Squared Error can
reach 255 to the power of two, which results in 65025.
The minimum possible value, when two images are
exactly the same, is 0.

• Structural Similarity Index Measure: evaluates the
similarity between two images according to three main
components: Luminance, Contrast and Structure [16]. It is
used to compare images but also to measure the perceived
quality of a certain image. The SSIM can vary from zero
to one. A score of one means that the images are perfectly
similar, while a score of zero means that the images are
very different.

• ImageHash: obtains a hash for each image by performing
a series of operations to simplify them. The hashes
are then compared by subtracting them. The maximum

difference two images can have is represented by 64,
whole the minimum difference is 0.

• Histogram: mathematically relates the color histogram of
the images being compared [18]. There are many func-
tions to compare histograms. For instance, the OpenCV
library implements simple correlation, chi-square, inter-
section, and Bhattacharyya distance. In this paper, we
use the simple correlation. This means that images with
histogram correlation close to one are very similar, while
images with histogram correlation close to zero are very
different.

• LWPDA: uses pixel subtraction to compare images as
detailed in Section IV-C.

There are some functions, among those mentioned above,
that the higher the threshold, the more similar the images need
to be to be considered similar: LWPDA, SSIM and Histogram.
MSE and ImageHash, on the other hand, work the other way
around, since the maximum value would be when the images
are completely different, so the higher their threshold, the
greater the difference between the compared images. In this
work, we normalize all values from the functions from 0% to
100%.

C. Lightweight Pixel Difference Accumulation

A frame can be interpreted as a list of pixels, where each
pixel is a tuple of three values (r, g, b), representing the colors
red, green, and blue. The Algorithm 1 shows how the LWPDA
works. It compares two images pixel by pixel, subtracting the
RGB values and adding +1 whenever the difference is below a
certain threshold. Then, the metric is normalized by the number
of pixels. In the case of our experiments, the values of r, g,
and b can vary from 0 to 255 and our threshold is set to 10.
In the case of LWPDA, the similarity between two frames
can vary from 0% (minimum similarity) to 100% (maximum
similarity).

It is possible to summarize the LWPDA as the number of
different pixel colors relative to the number of pixel colors
(i.e.: the number of pixels times 3).

V. EXPERIMENTAL METHODOLOGY

The experiments aim to compare the performance of differ-
ent similarity functions when deviating frames both in terms
of object detection accuracy and in terms of processing speed.
To achieve this objective, the experiments implement the tradi-
tional processing flow, shown in Figure 1, and the processing
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Algorithm 2 Lightweight Pixel Difference Accumulation
1: function LWPDA(qref , qi, l, tol)
2: x← qref
3: similarity ← 0
4: for x in [0..lenght(qref )] do
5: for y in [0..lenght(qref )[x]] do
6: deltapixel ← |qref [x][y]− qi[x][y]|
7: for color in deltapixel do
8: if color ≤ tol then
9: similarity ← similarity + 1

10: end if
11: end for
12: end for
13: end for
14: if l ≤ similarity then
15: Return True
16: else
17: Return False
18: end if
19: end function

flow modified with frame deviation, shown in Figure 3. The
flow modified with frame deviation is implemented for each
of the similarity functions listed in Section IV-B. Therefore,
we have six scenarios. The first corresponds to the traditional
processing flow, and we refer to it by YOLO. The others
correspond each one to a frame deviation flow with one of
the similarity functions: MSE, SSIM, ImageHash, Histogram,
and LWPDA.

In every scenario, we measure the accuracy of the object
detection using the results of the traditional flow as ground
truth. By doing this, it is possible to estimate the influence
of the frame deviation in the object detection provided by the
object detection algorithm alone. We also measure the time
needed to process each frame and each video, so we can
compare the time performance of each scenario.

We run each frame deviation scenario for different similar-
ity thresholds. The similarity threshold means that incoming
frames are compared to the last processed frame and, if their
similarity is grater than the threshold, the incoming frame is
deviated; if the similarity is smaller than the threshold, the
incoming frame is not deviated, and goes through the full
processing flow. The functions are adapted to go from 0%
to 100%, this adaptation is proportional to the maximum and
minimum possible score of the comparison between images.
In the case of SSIM, Histogram, and LWPDA, a value of 0%
means that the frames are not similar and 100% means that the

frames are very similar. In the case of MSE and ImageHash,
0% means that the frames are very similar and 100% means
that the frames are not similar.

To implement the code3 of the comparison, we use the
library OpenCV [18] to capture the video frames, and the li-
brary Numpy [19] to perform the calculations more efficiently.
The object detection tool used in the experiment is YOLOv8,
trained with data from COCO [20], made available by the
YOLOv8 [3] team. In addition, we use in the experiments
a machine equipped with a 12th Gen Intel(R) Core(TM) i5-
12400T @ 4.2GHz, 8 GB of RAM and the Ubuntu 22.04.3
operating system. In order to reproduce a scenario with scarce
computing resources, in which delay can be prohibitive for
real-time applications, the machine used in the experiments
does not have a GPU.

With regard to the dataset used to carry out the experiments,
we needed one that had videos, which is considerably difficult
to find in the literature. One of the well-recognised datasets
that uses videos is ImageNet VID [4], but its official repository
is down at the time of writing this paper4. Therefore, the Ima-
geNet VID provided by Shang et al. [2]5 is used. In addition,
the neural network used to detect the objects is YOLOv8 [3]
due to its code being publicly available and its recurrence in
the literature, being one of the most popular neural networks
in the field of object detection. For the experiments in this
work, part of the total of 1,000 videos made available by the
dataset was used, which amounts to a total of 500 videos, with
122,140 frames and more than 1 hour and 10 minutes of video.

In the experiments, we use the bounding boxes obtained
by YOLO in the traditional flow as ground truth. For this
reason, we obtain the mean Average Precision (mAP) for the
processing flow with frame deviation. The mAP is obtained
by comparing the classes detected by the detection tool and
the ground truth [21]. This comparison is carried out using
the Intersection over Union (IoU). The IoU is obtained by
a ratio of the areas of the ground truth bounding boxes and
the detection tool used [21]. When the IoU reaches a certain
threshold, the class detected by the tool is considered to be a
true detecting and, if not, a false one. By counting the true and
false markings, the average accuracy is calculated. The mAP

3The code for this work can be found at https://github.com/GTA-
UFRJ/LWPDA.

4https://image-net.org/challenges/LSVRC/2016/
5https://xdshang.github.io/docs/imagenet-vidvrd.html



is widely used in the literature with regard to the accuracy of
object detection models and the higher its value, the better the
detection model is considered to be. Since the mAP is obtained
by taking the YOLO markings as correct, it is defined as a
relative mAP. In addition, this work uses 50% as the threshold
for the Intersection of Unions for the mAP, since it is a value
extensively used in the literature. Thus, it is considered that if
the intersection between two bounding boxes is 50% or greater,
there is a true positive. Measurements are also obtained for the
processing time of each frame and the processing time of each
video.

VI. RESULTS

This section details the results obtained after performing the
experiments described in Section V.

Figure 4 shows the average time needed to process a given
frame once a comparison method and threshold have been
selected. In addition, there is the processing time of the
traditional frame processing flow, denoted by just YOLO. In
the traditional frame processing flow, YOLO spends an average
of 31 ms to process each frame. In the case of the deviated
processing flow, thresholds close to 0% are more strict to the
functions MSE and ImageHash, while in the case of SSIM,
ImageHash, and Histogram, the thresholds close to 100% are
more strict. The results show a clear increase in the processing
time as the threshold becomes more strict, in all cases. This
behavior is in line with the frame deviation hypothesis because,
as the strictness of the comparisons increases, fewer frames
are deviated and, therefore, more time is lost processing the
detection algorithm.

The results indicate that some functions do not fit into the
perspective of reducing the processing time of the detection
algorithm. As Figure 4 shows, the processing time of SSIM
and Histogram similarity functions, even for the most lenient
thresholds, the deviated processing time is bigger than the
traditional flow processing time. We believe that this makes
such an application impractical for the SSIM and Histogram
functions.

Figure 5 shows the relative mAP of the detection model
when the frame deviation is performed by each function. Once
again, the function’s performance will depend on the threshold
chosen and the increase in accuracy occurs concomitantly
with the increase in the strictness of the comparison. In this
way, the results imply a validation of what was expected, as
the strictness of the comparison increases, fewer frames are
deviated from the detection algorithm and, therefore, the mAP
increases. It is possible to recognize interesting thresholds
for certain functions according to the desired application. For
instance, a relative mAP greater than 70% may be interesting
for some applications, while some more complex applications
will require an accuracy closer to 90%.

It is notable that certain points in Figures 4 and 5 exhibit
a pronounced increase. In particular, the MSE function dis-
plays a transition from a relative accuracy of approximately
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20% to 100%. In light of these findings, further experiments
were conducted with the aim of providing a more precise
characterisation of the efficiency of the mean squared error.
Accordingly, Table I identifies points of interest that illustrate
the optimal balance between accuracy and processing time
and Table II shows the time wasted by each function. As
illustrated in Table I, the MSE exhibits optimal accuracy when
the threshold is set to 1%. However, this threshold results
in a processing time that is not sufficiently rapid, exceeding
the time required for the detection algorithm. Upon analysis
of ImageHash, it was found that the only noteworthy value
was when the threshold was set to 0%. This resulted in an
accuracy of 87%, with a processing time per frame that was
30% faster than that of the detection algorithm. Additionally,
it deviated from the detection algorithm in over 61% of the
frames. In contrast, the LWPDA function is somewhat more
flexible, exhibiting a number of points with varying degrees
of interest in terms of accuracy. Of particular note is the 60%



threshold, which achieves an accuracy of over 90%, deviating
67% of the frames and with a processing time per frame of
less than 24 ms, representing a reduction of over 20%.

Method
Threshold Relative Deviated Average

mAP Frames processing
(%) (%) (%) time per

frame (ms)

ImageHash
0 87 ± 2 61.4 20 ± 0.08
10 56 ± 5 93.0 8.9 ± 0.05
20 40 ± 6 97.0 7.4 ± 0.04

MSE
1 80 ± 3 72.7 37.8 ± 0.2
2 67 ± 4 86.0 26.8 ± 0.2
3 55 ± 5 91.8 21.9± 0.1

LWPDA

50 87 ± 3 55.0 18.3 ± 0.1
60 93 ± 2 67.0 23.5 ± 0.09
70 97.0 ± 0.9 29.2 27.6 ± 0.07
80 98.8 ± 0.5 20.6 30.4 ± 0.06
90 99.6 ± 0.1 8.6 30.5 ± 0.04

YOLO - 100 ± 0.0 0.00 31.0 ± 0.01

TABLE I: Experiments results summary.

In order to better analyze the performance of the functions
used, with a greater focus on those that obtained satisfactory
performance in terms of processing time, the subsections below
will present more details about them.

A. Mean Squared Error

Figure 7a shows a Boxplot of the relative mAP as a
function of the threshold used to process all 444 videos in the
experiments. The thresholds used were lower than the others,
since the accuracy of the MSE increased abruptly when the
threshold decreased from 10% to 0%, making it interesting to
use intermediate thresholds between 0% and 10%. In addition,
the MSE function follows the inverse logic when it comes
to the rigor of the thresholds, the closer to 0%, the more
similar the frames need to be in order to be deviated in
the processing flow. Figure 7a shows that, in order to obtain
interesting relative precision, thresholds lower than 1% should
be used.

Figure 6a shows the CDF of the MSE processing time. It
shows that the 0% threshold makes processing much slower
than when using only the detection algorithm (YOLO). The
other thresholds are slightly faster than YOLO up to a certain
point, after that, the detection algorithm becomes faster. As an
example, the 1% threshold curve, which achieved an average of
more than 80% of the relative mAP, begins to have a longer

TABLE II: Mean processing time for each frame

Processing Processing
methodology time per

employed frame (ms)
LWPDA 1.798 ± 0.014

ImageHash 3.758 ± 0.011
MSE 15.29 ± 0.06

YOLO 30.914 ± 0.014
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(c) Frame processing time for LWPDA.

Fig. 6: CDF of Frame Time Processing for the relevant
similarity functions.

processing time than YOLO when the proportion of frames
exceeds 70%.

B. ImageHash

Figure 7b makes clear the decrease in relative map as
the threshold increases, something similar to what happens
when using the MSE function in Figure 7a. However, the
decay of ImageHash’s relative accuracy is considerably greater,
reaching very close to 0 at the 60% threshold. Furthermore,
the 0% threshold is the only one that is interesting in terms
of accuracy, as it comes very close to 0.9, something already
seen in Table I.

Looking at Figure 6b it is clear that thresholds above 0%
have significantly better latency performance compared to the
detection algorithm. However, the 0% threshold, which is very
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(b) Relative mAP boxplot for ImageHash.
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(c) Relative mAP boxplot for LWPDA.

Fig. 7: Boxplot of Relative mAP for the relevant similarity
functions.

interesting from the point of view of relative accuracy, no
longer performs as well, processing around 50% of the frames
faster than YOLO.

C. LWPDA

Figure 7c that, as the threshold increases, the more similar
the images need to be in order to be deviated from the frame
flow detailed in Figure 3. After the 60% threshold, the model’s
accuracy begins to stabilize, reaching close to 100% at the 90%
threshold. Depending on the application, lower thresholds,
such as 40% and 50% may be more interesting, as they will
necessarily offer lower processing costs, but without reducing
detection accuracy too drastically.

Figure 6c shows a Cumulative Distribution Function (CDF)

of the time required to process each frame, still following the
processing flow better specified in Subsection IV-A. In the
CDF, there are two interesting things to note: the first is that,
as the thresholds increase, the curve gets closer and closer
to the curve of the detection algorithm (YOLO). In addition,
the plateau of the function’s curves culminates approximately
in the proportion of deviated frames specified in Table I, the
50% threshold, for example, has a clear plateau close to the
proportion of 50% of the frames, something also indicated in
Table I.

VII. CONCLUSION

Detecting objects in videos in real-time is a significant
challenge for computer vision. Since processing each frame
requires time, the delay between capturing an image and
recognizing its objects is long enough to make the desired
applications impossible. For example, if an algorithm takes too
long to recognize a pedestrian, an autonomous car could cause
an accident. In the case of security cameras, late identification
of a weapon could fail to prevent a robbery. Thus, both
applications become unfeasible in the event of meaningful
delays, with serious consequences for their users.

In this paper, the problem of the delay in detecting objects
in videos is dealt with through frame deviation. The frames
received from the video capture are compared with the last
frame already processed and, if they are considered similar,
they receive the same markings as the last processed frame.
The decision is made based on a similarity threshold be-
tween the frames. We proposed a method, called Lightweight
Pixel Difference Accumulation (LWPDA), and compare it
with Mean Squared Error (MSE), Structural Similarity Index
Measure (SSIM), ImageHash and Histogram. These methods
were applied to videos from ImageNetVID [4], a consolidated
dataset in the literature, using YOLOv8 as the object detection
framework. The experiments showed that there is a trade-off
between the accuracy of the method and the processing time. In
addition, it can also be shown that this trade-off is controlled by
the number of deviated frames, which is linked to the similarity
threshold. Thus, it is shown that the LWPDA obtained the most
promising results, making it possible to reduce the processing
time per frame by more than 40% at the expense of 13% of the
average accuracy, compared to the traditional object detection
framework.
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